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1 INTRODUCTION 
1.1 PURPOSE 

The purpose of this specification is to set out the conceptual and physical design of the 
HarmoniRiB database and is the main deliverable of the Database Design Work Package 
Number 4 (WP4). The designs have been developed from the needs expressed in Capter 11 of 
the HarmoniRiB Requirements report and, when agreed, will form the input to the Database 
Development Work Package Number 5. 
 
1.2 READERSHIP 

This document is primarily intended for the team who will develop the HarmoniRiB database 
software. However, the Data Centre staff and main users of the system may find the 
introductory sections useful as they provide an overview of the system concepts. 
 
1.3 ABOUT THE SPECIFICATION 

The HarmoniRiB Database Specification is a living document and will be in a controlled but 
continuous state of change over the life of the project. The first version will focus on the data 
model. As the design evolves, the specification will be extended to define the facilities for 
setting up reference data, loading data and querying the database. 
 
1.4 BACKGROUND TO THE HARMONIRIB PROJECT 

 
1.4.1 Overall aims and objectives of the HarmoniRiB project 
The HarmoniRiB project is designed to provide tools and data to support the implementation 
of the Water Framework Directive. There are two major components to the project. One is 
concerned with developing methods for decision making that take account of the uncertainties 
in data and model output, while the other is concerned with designing, building and 
populating a database containing data for a number of representative basins. The design and 
contents of the database will be chosen so that they are suitable for use in projects exploring 
how to implement the WFD. 
  
1.4.2 Specific scientific objectives and approach 
The overall goal of HarmoniRiB is to develop methodologies for quantifying uncertainty and 
determine its effect  on the decision making process. 
 
The four specific project objectives are: 

• To establish a practical methodology and a set of tools for assessing and describing 
uncertainty originating from data and models used in the production of integrated water 
management plans. It will include a methodology for integrating uncertainties stemming 
from the basic data, model output and socio-economic uncertainties into a decision 
support concept applicable in the implementation of the WFD:  

• To develop a conceptual model for storing WFD data which can record uncertainty and to 
implement the model for a network of representative river basins.  
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• To provide well documented data resources, suitable for studying the influence of 
uncertainty on management decisions for a network of representative river basins and to 
provide examples of their use in the development of integrated water management plans.  

• To disseminate intermediate and final results among researchers and end-users across 
Europe and obtain and incorporate feedback on the methodologies, tools and the data 
resources. 

•  
1.4.3 Expected outputs 
The two major outputs are (1) a set of methodologies, tools and case studies for assessing and 
using knowledge about uncertainties in the preparation of river basin management plans and 
(2) the infrastructure and data resources from the network of representative river basins. The 
infrastructure will include a new database design capable of recording the uncertainty 
associated with each data item. Both outputs will contribute significantly to the 
implementation of the WFD. 
 
1.5 AIMS AND OBJECTIVES OF THE HARMONIRIB DATABASE 

SYSTEM 
The overall aim of the HarmoniRiB database system is to enable the HarmoniRIB Data 
Centre to receive, quality control, store and make available the representative basin data to be 
assembled by the project. Ideally, it should be able to handle any data required in the 
implementation of the WFD. The main innovative requirement of the database design is that 
it should be able to record appropriate measures of the uncertainty associated with each data 
value. 
 



2 SYSTEM OVERVIEW 
The main functions of the HarmoniRiB database are to receive, store and make available data 
gathered by the programme as shown in Figure 1. These data will cover a wide range of water 
related topics but will mainly take the form of site descriptions and time series records. They 
will also include spatial data describing site locations, networks and variables such as land 
use or elevation. The main element of novelty is that each data value will be labelled with a 
measure of its uncertainty  
 

 
Figure 1 The flow of data from supplier to scientist 
 
The HarmoniRiB database design for holding these data is completely generic. At the user level, 
a HarmoniRiB database perceives the world as being composed of objects. These are any 
objects whose description and history the user wishes to record. The types or classes of object 
are decided by the user; the following list illustrates some example object classes relevant to the 
WFD: 
 
Sampling points Pumps 
Sewage works Terrain models 
Sites of scientific interest Maps 
Samples Rivers 
Licences Roads 
Wells Buildings 
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Reservoirs  
 
The descriptions of objects and the events observed at them are recorded in terms of attribute 
values. Attributes, like object classes, are decided and defined by the user, the definitions being 
held in a dictionary. A wide range of spatial and non-spatial data types are supported, allowing 
the system to record most known or foreseeable types of attribute information required for the 
implementation of the WFD, for example: 
 
Object identifiers (names, reference 

codes, serial numbers etc.) 
Tastes 

Position (Lat, long, altitude) Colours 
Centre lines Contour positions 
Boundaries Soil types 
Concentrations (e.g. of mercury) Ground elevations 
Mean daily river flows Populations of people or animals 
Total daily rainfalls Power consumed 
Sample purposes Costs 
Images Grids/Arrays 

 
At the conceptual level, there is no differentiation between graphic (spatial) and non-graphic 
attributes. They are all stored within the same logical framework. 
 
One way of visualising the manner in which data are stored in a HarmoniRiB database is to 
imagine a large cube, made up of individual cells as shown in Figure 2. The three axes of this 
cube represent objects (WHERE observations were made), attributes (which record WHAT the 
observation was a measure of) and occasions (WHEN the observations were made). Thus, each 
cell in the cube records the value of an attribute at a particular object for a particular point in 
time. For example, one cell might record the concentration of calcium on 29th June 2002 at 
10:20 (GMT) in the river Swale at Catterick. Figure 3 and Figure 4 show how the Cube handles 
both conventional time-series and time-series of grids and images. 
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Figure 2 The CUBE as a way of visualising how data are stored 
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Figure 3 Traditional time-series 
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Figure 4 Time-series of grids and images 
 
The design regards all attribute values as potentially changeable over time; thus enabling it to 
handle time-series data such as river flow. This facility applies to spatial attributes as well as 
conventional time series making it possible to track an object's movement. 
 
There is no constraint on the number of objects, attributes or occasions which can be recorded, 
other than that imposed by the physical limits of the hardware. The cube is infinite in all 
directions.Other properties of the cube include: 
 

• Any attribute may be observed at any object 
• An object may have any number of attributes 
• Any number of values may be recorded for an attribute over time at an object  
• The values may be recorded at fixed or random time intervals, or in any combination 
• Time must be able to be defined to a second and, ideally, to a fraction of a second 

 
The cells in the cube hold the users' data. Each cell contains a single attribute ‘value’ – the 
concept of a ‘value’ will be explained later. A cell can also contain some or all of the following 
information associated with the value – see Figure 5: 
 

• A qualifier for the value. A qualifier is an item of information which users may enter 
in order to amplify the meaning of an attribute value. For example, qualifiers may be 
useful in: 

 
• Bird or bacteriological count attributes where the value may take the form of, say, 

'more than 10,000'. In this case, the value would be entered as 10000, and the 
qualifier as > 
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• Chemical concentration attributes, where the actual concentration is unknown, but 

it is possible to say that it is less than a certain value, where the value represents 
the limit of detection of the analysis method. The value would be entered as the 
limit of detection, for example 0.001, and the qualifier as < 

 
• A method of derivation identifier. The method code is a user defined code identifying 

the source from which the value was obtained or the method by which it was derived. 
This information can be used, for example, by future users of the value, to determine 
its reliability. 

 

• An Uncertainty assessment indicator. An indicator which either records whether or 
not the value’s uncertainty has been assessed. If it has then it records whether the 
value’s uncertainty is unknown, the value is regarded as ‘certain’ or it points to a 
further table containing a quantitative assessment of the uncertainty – a detailed 
explanation of the handling of uncertainty is given in Appendix B.  

 
• Data resource ID. Every value in the database has a pointer connecting the value to a 

data resource. The definition of what constitutes a data resource is up to the user. The 
only mandatory part of its definition is that the data values that make up a data 
resource must be owned by the same person or organisation. This condition is 
necessary to facilitate access control which will relate to ‘owned’ blocks of data.  

 

DDaattaabbaassee ddeessiiggnn  
where?
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Figure 5 The contents of a cell 
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At the physical level, the data will be stored in a set of tables in a relational database such as 
Oracle. These will be held in a single account managed by the database administrator. 
Approved applications such as the data loader will have direct access to this account and will 
be able to select and update data. Users and user written applications will be given read only 
access to the database via their own accounts. 
 
In the case of the HarmoniRiB Project, data will be assembled and formatted by the 
representative basin managers working at their local offices as shown in Figure 6. They will 
then use a web based facility to upload the data files to a directory on the Data Centre’s file 
server at IRSA in Italy. The data loader will scan this directory continuously and load any 
files it finds. A report will be returned to the basin managers recording the data loaded and 
describing any errors detected. Once the data are loaded, the basin managers will, where 
appropriate, assess the uncertainty in each data value and set a pointer to a description of the 
value’s uncertainty, using the Data Uncertainty Engine (DUE) provided by Work Package 2 – 
see Appendix B for details. 
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Figure 6 HarmoniRiB data acquisition and assessment of uncertainty 
 
Users seeking data will normally start by searching for an appropriate data resource in the 
metadata catalogue as shown in Figure 1 and Figure 7. This will provide an overview of what 
the data resource contains. When they find a data resource of interest, they will be able to 
browse it in the form of maps, graphs and listings. If it meets their needs, they can access or 
download the data. Here, there will be two options as shown in Figure 8. They can retrieve 
the data as stored in the database together with the measures of uncertainty or they can use 
the uncertainty engine to generate ‘n’ equally likely sets of data for the variables and period 
of interest. 
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Users who are familiar with the contents of the HarmoniRiB database will often not need to 
search the metadata catalogue. They can go directly to the database and ask either of two 
questions: what is measured at this site (object) or where are these attributes measured. They 
will also be able to go directly to the data bypassing the search altogether. 
 
Users who are unfamiliar with the database can use the thesaurus. This will allow them to 
start their search with terms with which they are familiar and through the thesaurus find the 
the equivalent terms used by the database. 
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Figure 7 Searching for data 
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Figure 8 Options for retrieving uncertain data 
 
From this point, users can move on to browse the data by creating maps, graphs and reports. 
They can then export the data they require or access the data directly using their own or other 
applications. 
 
Users who want direct access to the data either for themselves or the applications they are 
writing will have two options, SQL and the HarmonIT Open Modelling Interface (OPENMI). 
 
Having given a short overview of the system, Section 3 will explain the important basic 
concepts in detail and Section 4 will explain the table structure that underlies the conceptual 
model of the Cube. 
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3 BASIC CONCEPTS 
3.1 INTRODUCTION 

This section introduces the basic concepts underpinning the design of the HarmoniRiB 
database. However, it will not cover every detail. How these concepts are translated into 
database tables and procedures will be covered in Sections 4, 5, 0 and 7. The concepts are 
described roughly in the order that a user would meet them when he/she starts to set up and 
populate a database.  
 
In Section 3, diagrams are used extensively to explain the various HarmoniRiB object classes, 
their attributes and inter-relationships. In these diagrams, an object class is denoted by a table 
with the class name in the header row and its attributes in the rows below. Relationships 
between objects are denoted by arrows pointing from the parent to the child. Where is it 
necessary to denote a specific database table and its columns, it is differentiated from an 
object and its attributes as shown below in Figure 9. 
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Figure 9 Notation used in Section 3 
 
3.2 DATABASES 

At the physical level, HarmoniRiB data is stored in an Oracle relational database. A single 
instance of Oracle may hold several HarmoniRib databases. Each HarmoniRiB database, for 
example:  
 

• Testing 
• Training 
• Operational 
 

will be created in a set of separate Oracle tablespaces with its own ID and password. Users 
who wish to access the database tables using SQL or their own applications will do so via 
their own database account. In order that they can see the tables, the database administrator 

USER 
User ID 
Password 

Object class name. 

USER GROUP 
User identification 
    User ID 
    Name 
    Description 

is a member of

An attribute whose ‘value’ is 
made up of several fields. 

Attributes of the class. 

USER 
User ID 
Password 

Table name. 

Column name. 



(DBA) will grant them ‘Select’ permission for the relevant tables. The DBA will not grant 
any other permission than ‘Select’ as this would put the integrity of the database at risk. 
 
Approved applications, e.g. the DataLoader will access the HarmoniRiB database account 
directly, picking up the current password from an encrypted file. 
 
Although at the conceptual level spatial attributes are treated in exactly the same way as any 
other attribute, at the physical level there will be a slight difference. In order to be able to 
maximise the use of ESRI’s ArcGIS software, spatial data will be stored in ‘spatially enabled’ 
data tables. These will look like just like any other data table but will have a ‘value’ column 
called ‘shape’ in which spatial information such as the co-ordinates of points, lines and 
polygons appears to be held. 
 
For a more complete account of how access control will be provided in HarmoniRiB, see 
Appendix C. 

User_B
ArcGIS

User_H
ArcGIS

User_C
ArcGIS

User_B
ArcGIS

User_A
ArcGIS

Oracle

DBHRiB DBHRiB_Test

giomgr giomgr

gsrvr gsrvr gsrvr gsrvr gsrvr

SDEService:
esri_sde_dbHRib

mongoose

SDEService:
esri_sde_dbHRib_T

viking

Understanding SDE

Figure 10 Users,applications,ARCSDE and Oracle

 
 
3.3 LOG IN SESSIONS 

To access a HarmoniRiB database, aplications must first log in to the appropriate database 
account, e.g. Oracle. In the case of approved applications, this will create a session for which 

  
HarmoniRiB Issue:V1.R1.M4 
Database Design 16 Printed: 12 September, 2005 



  
HarmoniRiB Issue:V1.R1.M4 
Database Design 17 Printed: 12 September, 2005 

the following details will be automatically logged: 
 
Item Notes 
Session ID A system generated number beginning at 1 

and incrementing by 1 with each new 
session. 

User ID ( the user’s, e.g. Oracle ID)  
Application ID The ID of the application through which the 

user logged in. 
Session start date/time Obtained from the database date/time facility.
Session end date/time Unset while the user is logged in. Completed 

as the final step in the log out process or the 
first step of the next start up. 

System status at closedown  
 
A session will end when the user logs out. 
 
If the system is closed down by the system administrator, the close down procedure will 
logout all logged in users. 
 
In the event of either the database system or the application crashing, the application will not 
be able to log out normally. Therefore, the database system and application start up 
procedures will check for any users who appear to be logged in and record them as logging 
out at the time the database system or application last closed. 
 
For a more complete account of how access control will be provided in HarmoniRiB, see 
Appendix C. 
 
3.4 DATABASE 

The new Oracle account in which a HarmoniRiB database is to be created is completely 
empty. It has no tables in it. The first task of the DBA after creating the account is to create a 
HarmoniRiB database. The minimum information to create a new project is: 
 
Item Notes 
Database code The database code identifying the database 

where the project is created. Database codes 
must be four characters or less in length. 

Database name  
 
The database is created using the Admin application. This obtains the database schema from 
an Access database describing all the system and data tables in a harmoniRiB database. The 
create database command creates and populates all the system tables. It does not create any of 
the data tables, which are not set up until a project is created. 
 
3.5  PROJECTS 
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The first task of the DBA after creating the database is to login and create one or more 
projects, a project is a complete set of tables for containing an instance of the Cube1. The 
minimum information to create a new project is: 
 
Item Notes 
Database code The database code identifying the database 

where the project is created. Database codes 
must be four characters or less in length. 

Project code A unique identifier for the project (Max 4 
characters). 

Project name  
Co-ordinate system 
X units 
Y units 
Z units 

Define the co-ordinate system in which all 
spatial data will be held – for example, for 
HarmoniRiB these will be WGS 1984, 
fractional degrees, fractional degrees and 
metres. 

 
3.6 USERS 

Having created a project, the next task of the DBA will be to create an initial list of users.  
 
The set up process will have created a ‘superuser’ with the password ‘superuser’ and an 
‘admin’ user with no password. The DBA will login as ‘admin’. If required, a password can 
be set and changed at anytime. 
 
The DBA will create and maintain the list of users. This list can be expanded or contracted at 
any time in the future. If there is to be only one user or the need to assign different rights to 
different people is not an issue, then everyone can login as the ‘admin’ user. 
 
 
To create a new user, the administrator will enter the following minimum information: 
 
Item Notes 
User ID A unique identifier for the user. 
Contact details Used by the dataloader to return reports and 

erroneous data. 
Password  
 
Other optional information can also be added. 
 
Where there are many users of a database, it is likely that groups of them will have similar 
roles and will therefore have similar access rights. To avoid having to grant these rights to 
every individual, they can be assigned to a user group. Users joining the group will then 

                                                 
1 In the first versions of the HarmoniRiB database, it will only be possible to create one 
project. 
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acquire the rights of the group. These however, will not reduce any existing rights the user 
has been assigned as an individual or because of membership of another group. 
 
The minimum information to define a user group will be: 
 
Item Notes 
Group ID A unique identifier for the user group. 
Group name  
 
Access rights will cover both access to approved applications and access to data resources 
held in the HarmoniRiB database. 
 
For a more complete account of how access control will be provided in HarmoniRiB, see 
Appendix C. 
 
3.7 DATA RESOURCES 

For present purposes, a data resource is defined as a set of data values with a single owner 
and to which it may be necessary to provide or deny users access. This definition is also 
convenient for the purposes of preparing metadata (data describing a data resource), which 
will be discussed in Section 3.8.4. 
 
As shown in Figure 11, every attribute value in a HarmoniRiB database must belong to a data 
resource. There are then three possible links between a user and a data resource to indicate 
ownership or the rights to view and update attribute values in the data resource. As a certain 
amount of system data is held in the form of objects and attributes, a ‘system’ data resource 
will have been defined during the set up process. Two other data resources will be created 
during the set up process. These will be a ‘default’ data resource to which any data not 
assigned to a data resource will be added and a ‘Public Domain’ data resource for all public 
domain data. 
 
Data resources will be defined by users and the minimum information required to define a 
new data resource will be: 
 
Item Notes 
Data resource ID A unique identifier for the data resource. 
Title  
 
Either at the time of setting up the data resource or later, permissions can be granted to users 
or user groups to view and/or update data in the data resource. 
 
Users will be free to add their own additional data to the description of the data resource, 
such as the discovery level metadata proposed in the National Geospatial Data Format 
(NGDF) or the ISO standard 19115. 
 
 



PROJECT

  
HarmoniRiB Issue:V1.R1.M4 
Database Design 20 Printed: 12 September, 2005 

 
Figure 11 Users and data resource access 

 
3.8 DATA DICTIONARIES 

Section 2 explained that a HarmoniRiB database sees the world as composed of objects 
whose descriptions and the events associated with them it records as the values of attributes. 
These values are all time stamped so that the history of the object can be built up. 
 
The HarmoniRiB Database system is completely generic and has no in-built knowledge of the 
particular classes of object or attribute required to record, for example, hydrological, 
ecological or water quality data. Therefore, the first user task in setting up a new instance of a 
HarmoniRiB Database system is to describe to the system the nature of the data to be stored 
and how they should be mapped onto the generic data model. This mapping is held in a series 
of dictionaries and look up tables whose contents are collectively referred to as reference 
data to distinguish them from user data. 
 
The user’s main task is to identify the classes of object for which data are to be stored, for 
example, monitoring points, river reaches or raingauges, and then to list for each class the 
attributes describing objects of that class. Once the attribute names and descriptions have 
been agreed, they can then be loaded into the attribute dictionary.  
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Object class is the only mandatory attribute whose value must be defined for every object 
when it is first recorded in the database. The Object class attribute is defined during the set 
up process. However, the object classes for which the user wishes to record information are 
decided by the user and defined to the system as the permissible values of the object class 
attribute. Once defined, objects of those classes can then be created in the database and data 
describing them loaded. New object classes can be created at any time  
 
The list of permissible object classes is often referred to as the Object Class dictionary and 
the minimum information to describe a new class is: 
 
Item Notes 
Object class code A unique identifier for the object class. 
Object name  
Description  
 
In the HarmoniRiB database design, there is no one attribute which is used to provided a 
unique object identifier. This is because, in the user domain, different classes of object are 
identified in different ways. Some are identified by user ID’s or reference numbers and some 
by names. Others do not have a conventional identifier but are recognised by their co-
ordinates or a combination of attributes which together form a unique identifier. 
 
The HarmoniRiB database therefore has the concept of object identification attributes. 
These are a set of attributes values2 which, when taken together, form a unique key for 
objects of a particular class. This concept will be explained further in Section 3.9. 
 
Although the attribute dictionary is the one that users will encounter most, there are several 
other types of dictionary. The first is the Methods dictionary, which contains a list of the 
methods by which attribute values are determined. Another is a general purpose dictionary 
system for recording the definitions of terms. It could be used to store a simple English 
dictionary, though its main use is to store the meanings of specialised terms such as those in 
ecology, geology or hydrology. 
 
A more sophisticated version of this type of dictionary will be described later for holding 
thesauri. Figure 12 illustrates the contents of the main dictionaries. 
 

                                                 
2 When the attribute’s structure is a multi-field structure, then the object identifier is specified 
in terms of individual fields, e.g. the unique identifier for an attribute definition is made up 
from the DCODE and ACODE  fields. 



  
HarmoniRiB Issue:V1.R1.M4 
Database Design 22 Printed: 12 September, 2005 

 
Figure 12 The contents of the main dictionaries 
 
3.8.1 Attribute dictionaries 
 
3.8.1.1 Dictionaries 
The list of attributes in a HarmoniRiB database can be large and may cover many subjects. It 
is therefore convenient to be able to breakdown the list into separate dictionaries, for 
example, algae, water quality, hydrogeology, etc.. 
 
The minimum information to define a dictionary is: 
 
Item Notes 
Dictionary ID A unique identifier for the dictionary. 
Dictionary name  
  
 
This break down is valuable for a second reason in that users will often want to import 
existing dictionaries and keep existing attribute identification codes. By allowing sub-division 
of the total list of attributes, attribute identifiers only need to be unique within a particular 
dictionary. 
 
3.8.1.2 Attribute definitions 
3.8.1.2.1 Introduction 
The descriptions of objects and the events observed at them are recorded in terms of attribute 
values. A wide range of spatial and non-spatial data types are supported, allowing a 
HarmoniRiB database to record most types of scientific and technical information likely to be of 
interest to users, for example: 
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Object identifiers (names, reference 
codes, serial numbers etc.) 

Tastes 

Grid references Colours 
Centre lines Terrain elevation 
Boundaries Soil types 
Concentrations of mercury Hydrogeological information 
Mean daily river flows Populations of people or animals 
Total daily rainfalls Power consumed 
Sample purposes Costs 

 
Note: A HarmoniRiB database does not differentiate between graphic (spatial) and non-graphic 
attributes. They are all stored within the same logical framework. 
 
The primary role of the attribute dictionaries is to record the definitions of the attributes for 
which data are to be stored. The information required to define an attribute has two functions. It 
should define clearly what has been measured or observed from the user’s point of view and it 
should enable the system to handle the values of that attribute. 
 
A common problem when receiving data from external sources is that the supplier uses 
different names, identifying codes, units of measurement and coding systems. The attribute 
dictionary can also be used to store the supplier’s attribute dictionary and cross-reference his 
definitions to those in the receiving HarmoniRiB database. 
 
It has been found from past experience that attribute dictionaries become valuable reference 
documents in their own right. However, users often wish to add additional information 
beyond that required by the HarmoniRiB database system. For example, to a list of attributes 
for recording chemical concentrations, users might wish to add further information about the 
chemical, such as its chemical formula or molecular weight. This is permissible and is 
achieved by treating attribute definitions as a class of object. Each attribute definition is 
therefore an object to which users are free to add whatever attributes they wish as shown in 
Figure 13. 
 



DICTIONARY
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Figure 13 Adding User data to an attribute definition 
 
3.8.1.2.2 Attribute definition 
The minimum information required to define an attribute is: 
 
Item Notes 
Attribute ID A unique system assigned numeric identifier 

for the attribute. 
Dictionary code  
Attribute code The user’s identifier for the attribute. 
Name  
Structure (Data type)  
Period of aggregation  
Statistic  
Unit of measurement  
  
 
The less familiar terms are explained in the sections that follow. 
 
3.8.1.2.3 Structure 
In order that the database can handle the values for an attribute, it must know the data type of 
those values, i.e. whether they are integer, real, character and so on. As well as the normal 
simple data types, the HarmoniRiB database system supports a range of structures, such as 
co-ordinates and lines.. The term structure is used as some ‘values’ are made up of several 
fields, for example, a co-ordinate value is made up of X,Y and Z fields. 
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The most commonly used data types and structures are: 
 
Real numbers 
Integer numbers 
Character strings 
Names 
Text 
 
Shape  (Points, lines, polygons and multi-polygons) 
Grids 
 
Pointers to other objects (parent-child relationships; the ‘value’ is the internal id of 
another object) 
Pointers to other attributes (the ‘value’ is the internal id of an attribute) 
 
The permissible list of data types and structures is held in the Structure Dictionary. 
 
3.8.1.2.4 Period of aggregation 
Attribute values either record the value of an attribute at an instant in time or record a statistic 
of the attribute over a period. This period is referred to as the period of aggregation. Some 
typical periods are 15 minutes, 1 hour and a day. Periods of a month, quarter and a year are 
also allowed. 
 
The date and time stored with the attribute value is the start date and time of the period of 
aggregation. 
 
The permissible list of periods is held in the Period of Aggregation Dictionary, which will 
be populated with an initial list of common periods during the set up process. Users can 
define additional periods, provided they are whole multiples of seconds, minutes, hours, days, 
weeks, months, quarters or years. 
 
The minimum information required to define a period of aggregation is: 
 
Item Notes 
The number of time increments in the period  
The time increment Second, minute, hour, day, etc. 
Name  
 
3.8.1.2.5 Statistic 
The permissible list of statistics is held in the Statistics Dictionary and is created at set up 
time. It cannot be altered without a matching upgrade to the database software. 
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The minimum information required to define a statistic is: 
 
Item Notes 
Statistic name  
Definition A description of how the database will 

compute the statistic. 
 
3.8.1.2.6 Units of measurement 
Most numerical data only have meaning if the unit of measurement is stated. The units 
defined in the attribute dictionary are the units in which the value will be stored in the 
database. The units of incoming data are checked against the dictionary and the incoming 
data are converted if their units are different. 
 
The permissible list of units of measurement is held in the Units of Measurement 
Dictionary. An initial list of common units of measurement will be created by the set up 
process. Users can extend the list at any time. 
 
The minimum information required to define a unit of measurement is: 
 
Item Notes 
Unit symbol  
Definition A description of the unit. 
 
3.8.1.3 Optional information 
3.8.1.3.1 Definition 
Attribute names, however carefully they are constructed, are seldom able to provide the 
detailed and unambiguous description of the quantity that has been measured. The attribute 
definition field provides a facility by which the user can provide either a full description of 
what the attribute records or a reference to a suitable text. 
 
3.8.1.3.2 Permitted values 
Many attributes can only have certain discrete values or must lie in a particular range. These 
values and ranges may be true regardless of the context in which the attribute is observed or 
may be dependent on the object with which the attribute is associated. For example, the value 
of pH will always lie within the range 0 to 14, however, the range within which the values of 
river flows will lie, depends on where they are measured. The permitted values facility can 
also be used to store the meanings of codes used for recording attribute values, for example, 
the list of international country codes ( D for Germany, DK for Denmark, etc.). 
 
If no permitted values are specified for an attribute, then all values are assumed to be valid. 
 
The information to define a permitted value or value range is: 
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Item Notes 
Object ID Identifies the object where the test is to be 

applied. If not set, then the test is valid 
wherever the attribute is measured. 

Attribute ID  
Operator <, <=, =, >=, > 
Value  
Name  
Definition  
 
3.8.1.3.3 Default values 
Occasionally, it is useful to be able to specify a default value to be used when no explicit 
value is entered by the user. The default value facility can be used to store such information. 
 
Default values, like permitted values, can be global or object specific. 
 
If no default value is specified for an attribute, then either no information will be stored or a 
null entry will be stored. 
 
The information to define a default value is: 
 
Item Notes 
Object ID Identifies the object where the test is to be 

applied. If not set, then the test is valid 
wherever the attribute is measured. 

Attribute ID  
Operator = 
Value  
Name  
Definition  
 
3.8.1.3.4 Symbols, lines, patterns, colours, palettes 
The attribute dictionary includes a facility for specifying default options for how the 
attribute’s data values are displayed in different contexts. These allow the user to specify: 
 

• A default symbol, size and RGB colour 
• A line type, thickness and RGB colour 
• A fill type and RGB colour 
• A palette ID 
• An icon 

 
3.8.1.3.5 Synonyms 
Different organisations and parts of organisations often have different names and units of 
measurement for the same attributes. The synonyms facility allows the DBA to build a cross-
reference table linking what he/she calls an attribute to the name used elsewhere. The same 



facility is used by the data loader to translate data labelled with external names, codes and 
units to those used in the DBA’s database. 
 
The information to describe a synonym for an attribute is the same as that to describe an 
attribute except that it contains a pointer to the attribute for which it is a synonym. 

 

Item Notes 
Attribute ID The ID of the attribute for which this 

description is a synonym. 
Dictionary code The supplier’s dictionary identifier.  
Attribute code The supplier’s identifier for the attribute. 
Name  
Data type  
Period of aggregation  
Statistic  
Unit of measurement  

Only read this if you are interested in the detail of how attribute definitions and synonyms are 
stored. Each attribute definition is an object in the object class ATDF. It’s definition details 
are stored in the attribute definition attribute (META.ATTDEF) which has a structure of 
ATTDEF_ARR. Synonyms are stored as attributes of the attribute definition object for which 
they are a synonym in the attribute (META.ATTSYN) which also has a structure of 
ATTDEF_ARR. 
 

3.8.2 Other dictionaries 
3.8.2.1 Qualifiers 
There are occasions when the value of an attribute is outside the range that the method being 
used can determine. In these situations, it is only possible to say that the value is greater than 
or less than the limit of measurement.  
 
To avoid reporting these values as zero, such measurements can be recorded as the limit of 
detection value accompanied by a suitable qualifier, such as ‘<’, ‘>’, etc.. For example, 
qualifiers may be useful when reporting: 
 

• Bird or bacteriological counts where the value may take the form of, say, 'more than 
10,000'. In this case, the value would be entered as 10000 and the qualifier as  >. 

 
• Chemical concentrations, where the actual concentration is unknown, but it is possible 

to say that it is less than a certain value, where the value represents the limit of 
detection of the analysis method. The value would be entered as the limit of detection, 
for example 0.001 and the qualifier as  <. 

 
An initial list of qualifiers is created during the set up process and stored in the Qualifiers 
Dictionary. Users can add further qualifiers at any time. 
 
The minimum information required to define a qualifier is: 
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Item Notes 
Qualifier symbol E.g. <, <=, =, >=, >, etc. 
Name Second, minute, hour, day, etc. 
Definition  
 
 
3.8.2.2 Methods 
An important indicator of the reliability of an attribute value is the method by which it was 
derived. Therefore, the database provides a dictionary mechanism for describing methods 
called the Methods Dictionary. As with attributes, the list of methods can be long and 
therefore the user can break it down into a number of dictionaries. The level of detail that 
users will wish to record about methods will vary depending on the subject and the 
sophistication of the method. Users will therefore be able to add their own information to the 
basic method description. 
 
For validation purposes, it will be possible to establish a relationship between attribute 
definitions and method descriptions to say which methods can be used to determine the 
values of a particular attribute and vice versa as shown in Figure 14. 
 
The minimum information required to define a method is: 
 
Item Notes 
Dictionary code  
Method code  
Name  
Description  
 



 

 
Figure 14 The relationship between attribute definitions and methods 
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3.8.2.3 Validation status codes 
Validation status codes record the quality control tests that an attribute value has passed. 
 
Validation status codes are defined by the user and stored in the Validation Status Codes 
Dictionary. Users can add further codes at any time. 
 
The minimum information required to define a validation status code is: 
 
Item Notes 
Validation status code  
Name  
Definition  
 
3.8.2.3.1 The Uncertainty  Model ID 
The Uncertainty Model ID is a pointer to the uncertainty model that best describes the 
uncertainty surrounding the attribute’s value. A full description of the treatment of 
uncertainty is given in Appendix B. 
 
3.8.3 Lexicons and thesauri 
In scientific research, it is occasionally useful to be able to build and store lists of terms and 
their definitions. As different disciplines often use different words to convey the same 

Dictionary 

METHOD 
DEFINITION 

Method definition 
User attributes 
 

ATTRIBUTE 
DEFINITION 

Attribute definition 
Attribute synonym 
Probability 
Density Function 
Default 
Parameter Values 
Autocorrelation 
Function Default 
Parameter Value 
Cross-correlation 
Function Default 
Parameter Value 
 

Dictionary 

determines



meaning and a given word can have many meanings, it is also useful to be able to build 
thesaurai – see Figure 15. 
 
A facility is therefore provided for building lexicons (lexicon is used to differentiate these 
dictionaries from the attribute and other dictionaries described so far).  
 
The minimum information to describe a term is: 

 
Item Notes 
Dictionary code  
Term  
Definition  
Preferred term? Yes/No 
 
Users can add new terms at any time and can also extend the information defining a term 
beyond the minimum required by the system. 
 
The facility for thesauri is based on the ISO standard and allows preferred terms to be linked 
to other terms as: 
 

• Synonyms 
• Broader terms 
• Narrower terms 
• Associated terms 
• Antonyms 

 
This linking is achieved by using attributes with a structure of ‘relate’ to point from the 
preferred term to the linked term. 
 

 
Figure 15 Lexicons and thesauri 
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3.8.4 Metadata 

This section will build on Sections 3.7, 3.8.1.2, 3.8.2.2 and 3.8.3which have described the 
roles of data resources, attribute and method dictionaries and the thesaurus. It will 
explain in outline how these can be combined to provide a powerful search facility both for 
the experienced and inexperienced user. 
 
Figure 7 gave a high level view of how the user could search for data depending on his 
knowledge of the database. Figure 15 has shown the main elements of the thesaurus and how 
it can be searched. Figure 16 shows how, once a term has been found, it can be used to link to 
a data resource description, an attribute definition or a method definition. Choosing any of 
these will allow the user to find out what data are held for that attribute, data resource, etc, via 
the index table IND_ATTLOC – see Figure 17. This index can then be used to access 
individual values directly. 

 
Figure 16 Linking the thesaurus to data resource, attribute and method 
definitions 
 
Figure 17 shows how, having found a data resource or attribute of interest, the user can find, 
through the IND_ATTLOC table, what was measured, when and where in terms of objects 
and attributes.  
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model could still be used if it was required to record the concentrations of determinands 

 
Figure 17 Linking metadata to actual data 
 
3.9 HOW OBJECTS ARE CREATED 

The simplest way to describe how a new object is created is to explain the process through 
the eyes of the data load software. This process has six steps as follows:  
 

1. identify the object class of the object being created.  
2. look up the object identification attributes for the class. 
3. obtain the user’s values for the object identification attributes. 
4. check that the combination does not already exist in the database. If it does reject the 

new object. 
5. obtain the next available internal object identifier (EID) and assign it to the new 

object. 
6. store the object identification attribute values in the appropriate data tables. 

 
The object now exists. 
 
3.10 LINKING OBJECTS TOGETHER TO BUILD MORE COMPLEX 

OBJECTS 
What constitutes an object and the level of detail in which it is described will be context 
specific. For example, it might be sufficient simply to record the existence of sewage 
treatment works together with a few details about each such as ID, name and location. This 
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e 

 

owever, it might well be required to record the concentrations of determinands at a whole 
t 

obtained from sampling its effluent. An object class of ‘Sewage treatment works’ would b
created together with one or two attribute dictionaries containing the attributes mentioned 
above. Figure 18 shows two representations of this example. Some readers may find the 
second representation clearer in terms of understanding relationships between objects and
how this achieved through the use of attributes with a structure of RELATE that will be 
shown later in this section. 
 

 
Figure 18 Simple case of a sewage treatment works 

Effluent quality 

 
H
variety of points through out the works in order to monitor the performance of the componen
parts of the treatment process. If all these results were attached to the sewage treatment works 
object, it would become difficult to know which result referred to which point in the works. It 
would become even harder if the results were taken simultaneously. A simple way round this 
problem would be to use the Replicate ID (RID) to indicate the sampling point at which the 
recorded attributes values were observed. This approach would allow the results from the 
different sites to be grouped together and would resolve the problem created by samples 
being taken simultaneously in time.  
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Figure 19 Using RID's to differentiate multiple samples 
 
Nevertheless, it does not allow for simultaneous sampling at the same point and quickly 
looses its simplicity once it necessary to describe the individual sampling points in any detail. 
The problem of the sampling points within the sewage works often repeats itself within the 
sampling points, in the form of needing to describe the results from individual instruments, 
some of which may be duplicates. 
 
A more robust solution is to make the sampling points objects in their own right and link the 
sampling point objects to the sewage works. Similarly, if it necessary to record the details of 
individual instruments, these can be made objects and can be linked to the sampling point.  
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Figure 20 Using attributes with a structure of RELATE to link objects together 
 
Ecological sampling can involve a relatively complex sampling process where samples are 
sub-sampled in a whole variety of ways. For example, a sample might comprise a whole 
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collection of individual fish. Some results will relate to the whole catch, e.g. number in catch, 
some to groups of individuals, e.g. species, others to individuals, e.g. length and yet others to 
parts of individual, e.g. brain. In some cases, results will relate to a collection of a part of an 
individual, e.g. 10 livers. If it is appropriate, some or all of these can be made objects and 
linked. However, it is advisable to avoid creating complex structures unless the use of the 
data demands it. 

 
The link between an object and one or more other objects is achieved by using an attribute 
with one of the structures:   
 

• RELATE   links an object to one other object 
• RELATE_ARR  links an object to one or more other objects 
• RELATECHAR_ARR links an object to one or more other objects and allows a 

character code to be associated with each object 
• RELATEINTEGER_ARR links an object to one or more other objects and allows a 

integer number to be associated with each object 
• RELATEREAL_ARR  links an object to one or more other objects and allows a 

real number to be associated with each object 
 
The attribute is stored as part of the description of one of the objects, normally the parent 
object in the relationship. The ‘value’ of this attribute is the EID of the child object. 
Although it is convenient to use the terms parent and child, there is no implied hierarchy 
in the relationship. They are on an equal footing and the relationship can be exploited in 
either direction.  
 
Users can create as many different relationship attributes as required. The same objects 
can be linked by many relationships. Relationships are dated, so, like marriages, they can 
begin and end. 

 
3.11 LISTS - GROUPS OF OBJECTS, ATTRIBUTES AND OCCASIONS 

A database can hold the descriptions of many thousands of objects and, similarly, attribute 
dictionaries can hold the definitions of thousands of variables. The data tables probably 
contain millions of attribute values recording the state of the objects or events associated with 
them on numerous occasions over time. Normally, most users will only want to refer to a 
small subset of the database, for example the sampling points and attributes being monitored 
by a particular survey. In this instance, it is convenient to be able to make lists of these 
objects, attributes and occasions, give the lists names, store them in the database and be able 
to refer to them in queries and when reporting or exporting data.   
 
A list of objects is referred to as a ‘Wherelist’, a list of attributes as a ‘Whatlist’ and a list of 
occasions as a ‘Whenlist’. It is possible to create lists for any combination of what, where 
and when, hence, there can also be ‘WhereWhenlists’. 
 
A list can be created by clicking on a map, selecting from a menu, entering the data in a .csv 
file or querying the database. Lists can be manipulated by the normal set operations such as 
‘union’ or intersection. 
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Lists have many uses beyond that mentioned above. For example, individual users may well 
wish to create their own attribute dictionaries by regrouping the attributes in existing 
dictionaries. 
  
3.12 FROM THE CUBE TO HOW DATA ARE ACTUALLY STORED 

The Cube provides a useful mental image of how data are stored; it is not, obviously, how 
data are actually stored. By way of introduction to Section 4, which describes the physical 
design of the database, it will be valuable to begin with an outline understanding of how the 
Cube is translated into relational tables. 
 
Figure 21 shows the Cube and highlights a particular measurement at an object Site 01 for the 
attribute flow observed on 25/03/2004 which has a value of 5.0. This will be stored in the 
database in a table similar to that shown at the bottom of the figure. The result occupies one 
row in a data table. 
 
For illustration purposes, ‘Site O1’ and ‘Flow’ have been used for the object and attribute 
identifier. In practice, they will be replaced by numbers but that is not important here. Also at 
this stage, the grey columns can also be ignored. They are only present to show that other 
information will accompany the value. 
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Figure 21 How the Cube maps onto the table design 
 
 
Figure 22 shows how the table will appear when several values for the same object and 
attribute (i.e. a time series) are stored.  

 

5.0

Attributes

Features 

Times 

EID AID TID RID 'Value' QCODE VCODE UMID MID DRID 

Object ID Attribute 
ID 

Date time Replicate 
ID 

 Qualifier Validation 
status  

Uncertainty 
assessment 
indicator 

Method ID Data 
resource ID

Site 01 Flow 25/03/2004  5.0      

Flow 

25/03/2004 

Site 01 
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Figure 22 Storing a time series 
 
If data for another object and attribute are added then the table will appear as shown in 
Figure 23. 
 

12.

28.7

36.5

31.2

25.3

20.3

19.4

'Value' EID AID TID RID QCODE VCODE UMID MID DRID 

Method ID Data 
resource ID

Object ID Attribute 
ID 

Date time Replicate 
ID 

 Qualifier Validation 
status  

Uncertainty 
assessment 
indicator  

     Site 01 Flow 25/03/2004  28.7 

     Site 01 Flow 26/03/2004  36.5 

     Site 01 Flow 27/03/2004  31.2 

     Site 01 Flow 29/03/2004  25.3 

     Site 01 Flow 30/03/2004  20.3 

     Site 01 Flow 01/04/2004  19.4 
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Figure 23 A table containing values for two objects and attributes 
 
The tables illustrate the typical design of a data table. Data tables all have the same columns 
except for the columns that hold the ‘value’. The illustration has used the simplest and most 
common case where the value is a single real number. All such data are stored in a table 
called DT_REAL and the ‘value’ column is named RVAL. Occasionally, the ‘value’ column 
will be replaced by several columns as occurs in the DT_POINT table illustrated Figure 24. 
 

'Value' EID AID TID RID QCODE VCODE UMID MID DRID 

Method ID Data 
resource ID

Object ID Attribute 
ID 

Date time Replicate 
ID 

 Qualifier Validation 
status  

Uncertainty 
assessment 
indicator  

     Site 01 Flow 25/03/2004  28.7 

     Site 01 Flow 26/03/2004  36.5 

     Site 01 Flow 27/03/2004  31.2 

     Site 01 Flow 29/03/2004  25.3 

     Site 01 Flow 30/03/2004  20.3 

     Site 01 Flow 01/04/2004  19.4 

     Site 02 Level 13/07/2003  1.913 

     Site 02 Level 14/07/2003  1.872 

     Site 02 Level 17/07/2003  1.799 

          

'Value' EID AID TID RID 

SHAPE CSYS X Y Z 

QCODE VCODE UMID MID DRID 

Object 
ID 

Attribute 
ID 

Date 
time 

Replicate 
ID 

     Qualifier Validation 
status  

Uncertainty 
assessment 
indicator  

Method 
ID 

Data 
resource ID

              

              

              
 
Figure 24 The Point data table 
 
The point of the illustrations is to show that all the data tables have the same basic design but 
that each contains a special set of columns to store values of a particular type or structure. 
Section 4.7 will expand on this topic and explain in more detail how such structures as arrays 
and co-ordinates are stored. 
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3.13 FINDING DATA IN THE CUBE 

It will not be feasible to provide a query builder with a sophisticated graphical user interface 
within the HarmoniRiB project, though there will be a simple web application allowing users 
to retrieve time series data on-line. Therefore, as an interim measure, a guide, Querying the 
HRIB database using SQL, will be produced. This will provide step by step instructions for 
building a range of common SQL queries for entering and retrieving data.  
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4 THE PHYSICAL DATABASE DESIGN 
 
4.1 INTRODUCTION 

 
4.1.1 Purpose 
The purpose of this section is to describe the physical implementation of the HarmoniRiB data 
model. It assumes that the reader is familiar with the WIS conceptual data model, usually referred 
to as the WIS Cube, and the terms object and attribute. It also assumes that the reader has a 
good basic understanding of relational database systems. Readers unfamiliar with these concepts 
may find Section 2 System overview and Section 3 Basic concepts helpful. 
 
4.1.2 Terminology 
A complete set of set of tables that make up a HarmoniRiB database will be referred to as a 
'HarmoniRiB database'. A HarmoniRiB database contains two major groups of tables, system 
tables and project tables. In a given installation, there will be one set of system tables and one or 
more sets of project tables. A project will normally contain a distinct coherent set of data 
describing a particular project or topic. The role and content of a project are decided by the user.  
 
Within a project, it is convenient to group and describe the database tables according to the type 
of data that they contain as follows:- 
 

 Counter tables    are used by the system in generating internally 
assigned identifiers, such as the internal 
identifiers for objects (EID's). 
 

 Reference Data tables   contain lists of system and user defined codes and 
their explanations e.g. Units of measurement, the 
allowed validation status codes, colour palettes, 
etc. 

 
 Object Class Definition table  contains the definitions of object classes (this is a 

special case of a permitted value table). 
 
 Attribute Definition tables  contain the definitions of the attributes. 
 
 Permitted Value tables   contain the definitions of the valid values which an 

attribute can take. They are used to validate data 
before it is stored within the cube. 

 
 Index tables    comprise two specialist index tables, 

_IND_ATTLOC and _IND_FEATOCC, that 
enable the system to navigate round the WIS 
Cube. 

 
 Data tables    contain the users' data values. They represent the 

physical implementation of the of WIS 
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conceptual data model, the Cube. There is one 
data table for each HarmoniRiB structure, for 
example, real data, integer data, point data, line 
data or image data. 

 
 Object identification attribute tables   contain for each object class, the 

set of attributes to be used to uniquely identify 
objects within the class, e.g. the object 
identification attributes for a raingauge might be 
object class and site ID. 

 
 
 List tables    contain what, where, when, etc. lists. 
 

 
In describing the HarmoniRiB design, a number of terms are used with which the reader will find 
it helpful to be familiar. These are: 
 
 The Cube  Each data value in the HarmoniRiB model can be visualised as 

occupying a cell in a three dimensional cube. The position of a 
value within the cube is determined by the identifiers of the 
object, attribute and time to which it relates. These are the EID, 
AID and TID which are explained below. 

 
 Object   All data in a HarmoniRiB database must be attached to a 

particular object. An object is any physical or abstract object 
whose description the user wishes to record, for example, a 
gauging station, stretch of river, catchment, reservoir or licence. 

 
 Object class  Object classes are the major classification of objects and every 

object must be assigned to a class. Object classes are user defined. 
 
 Attribute  Each data value in a HarmoniRiB database must be associated 

with an attribute. The definition of the attribute describes what the 
value represents, e.g. rainfall, colour, location in X, Y, Z co-
ordinates etc. Note that HarmoniRiB makes no distinction 
between spatial and non-spatial attributes and assumes that all 
attributes have the potential to vary over time. Attributes are user 
defined. 

 
 Permitted value When an attribute is defined, the set or range of values that the 

attribute’s values may take can be specified. If specified, then the 
attribute may only take on those values. Permitted values can be 
specified that apply wherever the attribute is measured or only at a 
specific object. 
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 Default value  When an attribute is defined, a default value may be specified. 
This value will be assumed if no value is specified by the user. A 
default value can be specified that applies wherever the attribute is 
measured or only at a specific object. 

 
 EID   Object Identifier. This is a unique internal reference number 

which the system assigns to each object as it is created. The users 
of a HarmoniRiB system will not usually need to know about 
object identifiers. Programmers, or users accessing the database 
through SQL, will use the EID columns to connect the data 
associated with the same object together for extraction. 

 
 AID   Attribute Identifier. This is the unique internal reference number 

assigned to an attribute definition. Again, the users need not be 
aware of DIDs or their use, but programmers will use the AID to 
correctly locate data relating to the required attribute. 

 
 TID   Time Identifier. This is a date and time stamp which locates the 

time at which a value was measured. When appropriate, time can 
be recorded to a maximum accuracy of the nearest second. 

 
 RID   Replicate Identifier. This is a user assigned numeric identifier that 

the user can assign when simultaneous measurements of the same 
attribute or set of attributes are made at the same object. For 
example, when simultaneous water quality samples are taken and 
tested for the same chemicals, the chemical concentration values 
from each sample can be grouped by assigning them the same 
RID. 

 
 QCODE  The Qualifier. This is a symbol or code indicating that the actual 

value is, for example, less than or greater than the stored value. 
 
 VCODE  Validation Status code. This is a user assigned code indicating the 

validation checks passed by the value. 
 
 UMID   Uncertainty Assessment Indicator. This is the EID of the 

uncertainty model describing the uncertainty associated with the 
attribute’s value – see Appendix B. 

 
 MID   Method Identifier. This is the EID of the method definition for the 

method by which the value was derived. 
 
 DRID   Data Resource Identifier. This is the EID of the data resource to 

which the attribute value belongs. 
 
 Structure  The term structure in HarmoniRiB roughly equates to data type in 
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other systems and is used to define the nature of values associated 
with an attribute, for example, real, integer, character or point. 
The difference between the two terms, data type and structure, is 
that some structures, although often treated as though they were a 
single entity, are actually composed of several fields. For 
example, the point structure is made up of four fields, CSYS, X, Y 
and Z. 

 
 Project   A HarmoniRiB database can hold data for many projects. Each 

project’s data is held in a separate instance of the Cube. At the 
physical level, the data for a project are held in a separate set of 
tables. Within a project, the data may be divided into data 
resources. 

 
 User   Someone with permission to use the system. 
 
 Data resource  A data resource is a set of data values with a common owner and 

metadata description. It is the smallest unit of information to 
which access can be granted or denied. 

 
 Object identification attribute  Unlike many database systems, the HarmoniRiB 

data model does not force the user to adopt a system imposed 
method of uniquely identifying objects. This allows data from 
many different sources to be loaded into a HarmoniRiB database 
without the difficult task of changing all the unique references 
from each source into some common form. This is achieved by 
allowing the user to define for each class of object, a set of object 
identification attributes. Usually, object data from a given source 
will already have some form of coding or numbering system. In 
other cases, several attribute values taken together may allow the 
different sites to be distinguished, e.g. a catchment identifier and 
then a unique code within the catchment. Therefore, when a new 
object class is established, the set of attributes that together 
provide a unique identifier for objects of the class must be 
defined. These attributes are referred to as object identification 
attributes. 

 
4.1.3 Table naming convention 
Table names take the form: 
 
 databasename.prefix_class_type 
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The prefixes are: 
 

MASTER 
DatabaseName 
ProjectCode 

 
The classes are: 
 

COUNT  indicating a counter table e.g.  _COUNT_EID 
DD  indicating a reference table e.g. _DD_DCODE 
DT  indicating a data table e.g.  _DT_REAL 
IND  indicating an index table e.g.  _IND_ATTLOC 
OBJ  indicating the object identification attribute table e.g.
 _OBJ_IDENT 
LIST  indicating a list table e.g.  _LIST_DATA 
PV  indicating a permitted value table e.g._PV_REAL 
SC  indicating a master schema table e.g. _SC_INDEX 
SHAPE indicating an ArcSDE table e.g. _SHAPE_POINT 
SY  indicating a system table e.g.  _SY_SESSION 
U  indicating an uncertainty table e.g. _U_P_REAL 
VL  indicating an array table e.g.  _VL_REAL 
 

As will be seen later, at the logical or conceptual level, the attribute data can be visualised as 
being stored in a single DT table. At the physical level, this table is split up into a number of 
tables, one for each structure. There are thus tables for real, integer, point and line, etc. data. 
These tables are named systematically: 
 

databasename. ProjectCode_DT_StructureCode 
 
If the structure contains an array, then there will be a second table: 
 
  databasename. ProjectCode _VL_StructureCode 
 
If the structure contains vector co-ordinates, then there will be a second table: 
 
  databasename. ProjectCode _SHAPE_StructureCode 
 
4.1.4 Index naming convention 
The convention for naming indexes is: 
 
  prefix_class_type_[p|u|i]_n 
 
where p indicates the primary index, u a unique index and I any other index, and n is a 
number unique to the table and type of index being numbered. 
 
4.1.5 Referential integrity check naming convention 
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The convention for naming referential integrity checks in the master table is: 
 
  prefix_class_type(of source table)__class_type(of reference table) 
 
 
The table creation process will change this name to conform to the Oracle 30 character limit 
and will name the check as follows: 
 
  Source fieldname(s)_Referenced fieldnames_n 
 
Where n is a number unique within the entire database. 
 
4.2 CLIENT SERVER ARCHITECTURE 

 
HarmoniRiB has a client server architecture. At the centre is a server on which is mounted a 
relational database. In a normal installation, this will have one account where the 
HarmoniRiB database tables are located and one account for each user. However, there is no 
requirement that the user accounts be located in the same instance of the database or even on 
the same machine. In a simple single user installation, the database account and user account 
can be the same. 
 
The HarmoniRiB software, through which the database is accessed, can either be installed 
centrally and accessed via the network or installed on each client work station. This software 
will normally run on the client workstations or PC’s. 
 
4.3 ACCESS CONTROL3 

The HarmoniRiB software accesses the database via the user’s RDBMS account. Hence, the 
first level of control available to the database administrator, lies in setting the access 
permissions granted by the database account to the individual user accounts. This approach is 
simple and will be entirely adequate if the requirement is to limit who has read and who has 
write access to the database. If the requirement is to provide selective access to the data, i.e. 
users can see or update some projects but not others, then a different approach is required. 
 
Most HarmoniRiB databases will comprise several projects, where each project contains the 
data for a different project. The data for each project are held in a separate set of tables. 
Where a user is only allowed to see or edit a subset of a project, a virtual project can be 
created by forming a set of views. There will be a view for each table in the project. The view 
will only reveal the data the user is allowed to see. The access permissions for the views will 
determine what he can do4.  
 
Such virtual projects are registered like ordinary projects in the _SY_PROJECT table shown 

                                                 
3 The access control mechanism is being reviewed at the time of writing. 
4 Some RDBMS cannot exploit indexing when tables are accessed via a view. This should be 
checked when choosing the RDBMS upon which a HarmoniRiB database is to be mounted as 
it could seriously affect performance. 
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in Appendix A, but will have a project type of ‘view’. The view names will follow the same 
style as table names.
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4.4 INTRODUCTION TO THE HARMONIRIB DATABASE TABLES 

 
At first sight, the full array of tables that make up a HarmoniRiB database appears somewhat 
daunting. The situation, however, is less complex than it appears, as the tables can be broken 
down into groups by function. Within each group, most of the tables will have a common 
design. 
 
The following sections introduce the roles of the various groups of tables that make up a 
HarmoniRiB database. The detailed description of each table will be found in Appendix A. 
The groups are: 
 
 Counter tables 
 Reference Data tables 
 Object Class Definition table 
 Attribute Definition tables 
 Permitted and Default Value tables 
 Index tables  

Data tables 
 Object identification attribute tables 
 List tables 
 System tables 
 
However, simply to describe each group in turn would not be helpful as many tables in the 
different groups are linked together. Therefore the tables will be described roughly in the order 
they will be encountered in setting up and populating a new database, under the following 
headings: 
 

Reference data 
Attribute and method definition 

Attribute definition 
Attribute definition 
Field definition 
Permitted and default value tables 

Method definition 
Data tables (including arrays and spatial tables) 
Object identification and the Object identification attribute table 
List tables 
Index tables 
Counter tables 
System tables 
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4.5 REFERENCE DATA TABLES 

A number of items in a HarmoniRiB database are stored as codes to save space and improve 
efficiency. For instance, all dictionaries have an identifying code, such as ‘CHEM’ for the 
chemistry dictionary. These codes and their explanations are held in the reference data tables. 
Mainly, these comprise purpose designed look up tables. However, where the code references a 
more complex item such as an attribute definition, method or data resource to which users might 
wish to add their own information, the description may be held in the form of an object. 
 
The following sections explain how these data are stored. Detailed descriptions of the tables 
referred to will be found in Appendix A. 
 
CODES USED FOR DEFINING OR IDENTIFYING STRUCTURES (Data types) 
 

The term structure has a similar meaning to data type and is used to indicate the nature 
of an attribute’s values as, for example, real, integer or co-ordinate. ‘Structure’ is used 
instead of data type because some structures comprise multiple fields, for example, the 
‘point’ structure comprises three fields, X, Y, and Z.  
 
The tables described below contain the definitions of the fields from which structures are 
built, the names of the structures and the set of fields that make up each structure.  
 
Applications, when updating and accessing the data tables, use this information in 
combination with that in the attribute dictionary to obtain the name of the appropriate 
data table and its columns. The name of the table where an attribute’s values are stored is 
based on the structure code, e.g. DT_POINT or DT_REAL. Similarly, the names of the 
column(s) where the value is held are the codes of the fields making up the structure, e.g. 
RVAL for real values or X, Y and Z for a POINT. With this information, applications can 
then build suitable SQL statements. 
 
In this version of HarmoniRiB, the possible structures are fixed, though, at some point in 
the future, it is the intention that users will be able to define their own structures. 
 

 DD_FIELD    Field definitions 
  The DD_FIELD table lists the set of fields available for creating structures. The 

contents of DD_FIELD are defined when a  HarmoniRiB database is initialised 
and should not be changed later. 

 
 DD_STRUCT    Structure Codes 
  The structure represents the data type of the attribute. The DD_STRUCT table 

lists the valid set of structure codes. The contents of DD_STRUCT are defined 
when a  HarmoniRiB database is initialised and should not be changed later. 
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 DD_STRUCT_FIELD  Fields in each Structure 
  Each attribute structure is composed of one or more fields. The 

DD_STRUCT_FIELD table lists the particular fields which make up each 
attribute structure. The contents of DD_STRUCT_FIELD are defined when a  
HarmoniRiB database is initialised and should not be changed later. 

 
CODES USED TO DEFINE OBJECT CLASSES 
 
 PV_OCLASS    Object Class Codes 
  The object class represents the primary way of grouping objects. Each object 

which is created in the HarmoniRiB system must belong to an object class. The 
PV_OCLASS table contains the list of the object classes which are currently 
defined. The list is usually maintained by the HarmoniRiB System Administrator. 
A small number of object classes are predefined when a HarmoniRiB database is 
initialised. These are described in the Section 5.12. The table is often referred to 
as the Object Class Dictionary. 

 
  When defining a new object class, it is often convenient to define the object 

identification attributes to be used to identify objects of the class. These are held 
in the OBJ_IDENT table, which is described in Section 0. 

 
CODES USED IN DEFINING ATTRIBUTES 
 
 DD_DCODE    Dictionary Codes 
  Each attribute, method or term which is defined to the HarmoniRiB system is 

assigned to a particular dictionary, for example, the Chemistry, Biology or 
Hydrology dictionary. Each dictionary has an identifying code, e.g. CHEM, 
BIOL or HYDR and, optionally, a description. The DD_DCODE table contains 
the list of the dictionaries which are currently defined. The list is maintained by 
the DBA. A small number of dictionaries are predefined when a HarmoniRiB 
database is initialised and these are listed in Section 5.13. 

 
Attributes, methods and terms are then referenced by using two codes, the 
DCODE and the code identifying the attribute, method or term within that 
dictionary. For example, ACODE’s are the user assigned codes for attributes. The 
string DCODE.ACODE must be unique, but it is quite acceptable for the same 
ACODE to appear in many dictionaries.  

 
 DD_PERIOD    Period of Aggregation Codes 
  Each attribute which is defined to the HarmoniRiB system must be assigned a 

period of aggregation. The period of aggregation is the span of time over which 
the value was determined. This will be zero for instantaneous readings The 
DD_PERIOD table contains the list of period of aggregation codes which are 
currently defined. The list is maintained by the DBA. A small number of period 
codes are predefined when a HarmoniRiB database is initialised. Period codes 
must match a particular syntax if they are to be recognised. This syntax maybe 
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found with the table definition in Appendix A. 
 
 DD_STAT    Statistic Codes 
  Each attribute must be assigned one of a fixed set of statistic codes, if the period 

of aggregation is longer than an instant. The code indicates whether the values of 
the attribute are the result of instantaneous observations or are summary figures 
for a period e.g. MEAN or MAXIMUM. The DD_STAT table lists the valid set 
of statistic codes. The contents of DD_STAT are defined when the HarmoniRiB 
database is initialised and may not be changed. 

 
 DD_PALETTE   Palette identifers 
  When attribute values are represented by a range of colours on a map or graph, 

for example, as height is displayed in an atlas, the HarmoniRiB database obtains 
the ordered list of colours from a palette. The DD_PALETTE table contains 
palette names and identifiers. A default palette may be specified when an attribute 
is defined. 

 
 DD_PALETTECOL   Palette colours 
  Each palette contains an ordered list of colours with each colour defined in terms 

of RGB numbers. The DD_PALETTECOL table contains the palette definitions. 
 
 DD_UNIT    Units of Measurement 
  The DD_UNIT table lists the units of measurements symbols. The list is 

maintained by the DBA. A small range of unit symbols are defined when the 
HarmoniRiB database is initialised. 

 
UNIT OF MEASUREMENT CONVERSIONS 
 
 DD_UCONV    Unit Conversions 
  The DD_UCONV table stores the equation which maybe used to convert data 

from one unit of measurement to another. Both units of measurement must 
already be defined in DD_UNIT. e.g. To convert from 'cm' to 'm' use the equation 
X/100, where X will be replaced by the value which is to be converted. A more 
detailed explanation of the table will be found in Appendix A. 

 
CODES FOR QUALIFYING ATTRIBUTE VALUES 
 
 DD_QCODE    Qualifier Codes 
  Every attribute value which is stored in the HarmoniRiB database can have an 

associated Qualifier Code. The qualifier provides additional information about the 
value. For example, it may be a '<' sign indicating that the recorded value is a 
lower limit of detection rather than an actual reading. The DD_QCODE table lists 
the qualifier codes which will be recognised by the system. The list is maintained 
by the DBA. A small number of qualifier codes are predefined when the 
HarmoniRiB database is initialised and these are described in Appendix B. 
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 DD_VCODE    Validation Status Codes 
  Every attribute value which is stored in the HarmoniRiB database can have an 

associated Validation Status Code. The validation status code indicates the 
quality control which has been applied to the value and, therefore, how reliable it 
is thought to be. The DD_VCODE table lists the validation status codes 
recognised by the system. The list is maintained by the DBA. 

 
 DT_METHDEF    Method Identifiers 
  Every attribute value in the HarmoniRiB database can have an associated Method 

Identifier identifying the method by which the value was determined, for 
example, that a weight was measured using a model 502 balance. The 
DT_METHDEF table contains the methods which are recognised by the system 
and is maintained by the DBA.  

 
So that users can add further information to the basic description of a method, 
method descriptions are treated as an object class and therefore individual 
descriptions are objects. The Method ID used to reference the method in this 
context is the EID of the method description object. 
 

 DT_METADATA    Data Resource Identifiers 
 Every attribute value must belong to a data resource even if it is only the ‘Default’ 

data resource. The Data Resource ID in the data tables links the value to the data 
resource to which it belongs. Again, in this context, the data resource identifier is 
the internal object identifier of the data resource description. Like method 
descriptions, data resource descriptions are held as objects so that users can add 
further information to the description of a data resource.  

 
 Data resource descriptions are held in the DT_METADATA table. 
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4.6 ATTRIBUTE AND METHOD DEFINITION TABLES 
4.6.1 Attribute definitions 
One axis of the WIS Cube represents the attributes for which data can be stored. Before data for 
an attribute appears on this axis, an appropriate attribute definition must be created. Attribute 
definitions are held as objects and belong to the object class ‘Attribute Definition’ (ATDF). The 
main benefit of attribute definitions being an object is that the basic definition required by the 
system can be extended by the user. 
  
4.6.1.1 Attribute definition data 
The following paragraphs will need reading carefully. If they leave you confused, skip them. 
Only those involved in writing and maintaining the attribute dictionary software need to be aware 
of their contents. 
 
Storing the definition of an attribute as an object means that the definition itself is held as one or 
more attributes. To allow this to happen, an ‘attribute definition’ attribute is created when the 
system is set up. This attribute must be the first attribute to be created and must be loaded into the 
database before any indexes or referential integrity checks are set up. 
 
This ‘attribute definition’ attribute is used to record the definitions of all other attributes. It has a 
structure of ATTDEF_ARR which contains all the basic information required by the user and the 
system to define an attribute. This information can be split into two parts. The first comprises the 
following fields for describing the attribute as a whole: 
 
Item Notes 
Dictionary code  
Attribute code The user’s identifier for the attribute. 
Name  
Structure (Data type)  
Period of aggregation  
Statistic  
Unit of measurement  
Symbol type The default symbol type to be used when 

depicting the attribute on maps and graphs. 
Symbol size The default symbol size. 
Symbol colour red The default symbol colour number for red. 
Symbol colour green The default symbol colour number for green. 
Symbol colour blue The default symbol colour number for blue. 
Line type The default line type to be used when 

depicting the attribute on maps and graphs. 
Line thickness The default line thickness to be used when 

depicting the attribute on maps and graphs. 
Line colour red The default line colour number for red. 
Line colour green The default line colour number for green 
Line colour blue The default line colour number for blue 
Fill type The default fill type to be used when 
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Item Notes 
depicting the attribute on maps and graphs. 

Fill colour red The default fill colour number for red. 
Fill colour green The default fill colour number for green. 
Fill colour blue The default fill colour number for blue. 
Palette id The default palette identifier. This is used 

when values are represented by a colour, for 
example, height on a map. 

Icon The attribute icon. It allows an icon to be 
associated with the attribute for use in the 
user interface. Not relevant for all attributes, 
but very useful for spatial attributes, eg, river 
centreline, sewage works position. 

Definition The definition of the attribute. If used, this 
field should contain a brief textual definition 
of the attribute and the nature of its data. 

Reference A bibliographic reference to a definiton of 
the attribute. 

 
The information defining the attribute as a whole is held in the following table:- 
 
 DT_ATTDEF_ARR    Attribute definitions 
  The DT_ATTDEF_ARR table stores the definitions of each attribute and 

information such as the structure, period and statistic of the values to be stored. 
 
It is useful to explain here the use of the attribute’s object identifier. When a new object is 
created, the system assigns it a unique numeric object identifier (EID) for internal use within the 
system. As attribute definitions are objects, each definition is assigned an EID.  
 
Figure 21 shows how a ‘flow’ attribute value of 5.0 measured at ‘Site 01’ is stored in a data 
table. As can be seen in  
Figure 21, the attribute of which the value is a measure is identified in the AID column. 
Although, for purposes of clarity, the column is shown containing the word ‘Flow’, in practice it 
will contain the EID of the attribute definition.  
 
4.6.1.2 Attribute fields 
The second part of the ATTDEF_ARR structure describes each field in the structure of the 
attribute being defined and holds the following information for each field: 
 
Item Notes 
Field code.  
Field name The name to be given to the field in the context 

of this attribute. 
Unit of measurement The unit of measurement in which values for 

this field will be stored. For example, point 
locations may have the X and Y co-ordinates 
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Item Notes 
Field code.  

measured in meters (m) with the height 
measured in decimeters (dm). 

Rounding Rounding specifies how many significant 
figures should be displayed for values of this 
attribute. 

Length Length specifies the maximum length of 
values for the field in characters. 

Null value The null value is used to indicate in input that 
the field should be set to null. 

Field definition The definition of the attribute field. If used, 
this field should contain a brief textual 
definition of the attribute and the nature of its 
data. 

FIELDREF A bibliographic reference to a definiton of 
the attribute field. 

 
The information defining attribute fields is held in the table:- 
 
 VL_ATTDEF_ARR   Attribute field descriptions 
  The structure code assigned to an attribute defines which fields make up the 

values of the attribute. The VL_ATTDEF_ARR table allows the detailed 
properties of the fields within the structure to be stored. 

 
4.6.1.3 Permitted values 
 
The permitted values tables are used to hold permitted values, range checks and default values 
for each attribute.  
 
These values can be set to apply globally, i.e. wherever the attribute is measured, or set to apply 
only to a specific object. 
 
Data which can not pass the permitted values checking for an attribute should not be loaded into 
the database. Permitted values can be represented either by a set of valid codes or numbers or 
they can define ranges of valid data. The permitted values can be used to create menus from 
which the user can select their required option. 
 
Full descriptions of the PV tables can be found in Appendix A. 
 

4.6.2 Method definitions 
It is becoming increasingly important to record the method by which each attribute value has 
been derived. Therefore, when attribute values are entered they can be labelled with the ID of the 
method by which they were determined. Before this can be done, an appropriate method 
definition must be created. Method definitions are an object class. The main benefit of method 
definitions being an object class is that the basic definition required by the system can be 
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extended by the user. The object identifier (EID) of a method object becomes the method 
identifier (MID) which is used to label values of the attribute in the data tables. The METHDEF 
structure contains all of the information required by the system. Additional attributes can add 
extra information useful to the user, e.g. the limits of detection. The basic method description is 
held in a single table:- 
 
 DT_METHDEF    Method definitions 
  The DT_METHDEF table stores the definitions of each method. The form of the 

table is very similar to the data tables described in the next section. This is 
because a method definition is treated as a data value associated with a method 
definition object. 
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4.7  DATA TABLES 

All attribute data are stored in data tables. These have a common design and differ only in 
that each is designed to hold values for a particular structure. The only slight exception to this 
is that spatial data are held in a variation of the common design that allows the spatial 
information to be accessed by ArcGIS. This section will describe the generic design and then 
the variation for storing spatial data. 
 
4.7.1 The generic data table design 
The HarmoniRiB data tables store the users scientific and technical data values. These data will 
include the information describing the objects, such as name, location, owner and address, 
together with observations made at the objects such as river flow, water temperature, rainfall or 
air pressure. These data tables all have the same basic design which is shown in Figure 25.  
 
Columns 1 to 4 represent the three axes of the WIS Cube (Object, Attribute and Time) and the 
replicate identifier. Information that will contribute to the user’s ability to assess the reliability of 
the value are held in the qualifier, validation status, probability density function and method 
columns. A final column identifies the data resource to which the value belongs. The value 
column contains the attribute’s ‘value’. 
 

EID AID TID RID 'Value' QCODE VCODE UMID MID DRID 

Object ID Attribute 
ID 

Date time Replicate 
ID 

 Qualifier Validation 
status  

Uncertainty 
assessment 
indicator 

Method ID Data 
resource 
ID 

          

Figure 25 The general arrangement of the tables for holding attribute values 
 
The EID and AID identify the object and attribute to which the value relates. It has been 
explained in Sections 3.8 and 3.9 that there is no one attribute that is used to provide a unique 
identifier for an object in the user domain. Instead the user can specify one or more ‘object 
identification attributes’ which together uniquely identify the object. These will often be different 
for different classes of object. For internal purposes, however, the system creates and uses a 
unique numerical object identifier (EID). It is created when the object is first entered into the 
system. When data are loaded into or retrieved from the system, the system’s first task is to 
match the user’s object identification attribute values to the object’s EID. The origin of the AID 
has been explained in Section 4.6.1 
 
To move from the generic design to a specific design for holding values with of a particular 
structure type, the ‘value’ column is replaced by the columns necessary to hold to values of the 
given structure – see Figure 24 on page 41 for an example. 
 
Where part or all of the structure comprises an array, then the data are held in two tables with the 
generic design shown in Figure 26.  
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Figure 26 The general arrangement of the tables for holding attribute 'values' 
containing arrays 
 
The first table contains data for the array as a whole (if there is any) and a pointer to where the 
array is held in the array table. The array table holds the values of the individual elements in the 
array. The ‘Value’ column may be a single column or many columns depending on the structure. 
 
The tables for holding vector spatial data follow the same principle but use the OBJECTID 
column to contain the point from the DT table to the SHAPE table. 
 
The list shown below gives the name of each data table and a brief description of the data which 
it will hold. A full description of each table can be found in Appendix A. 
 

EID DID TID RID ‘Value’ ARRID QCODE VCODE UMID MID DRID 

Method ID Data 
resource 
ID 

Qualifier Validation 
status  

Uncertainty 
assessment 
indicator 

Pointer 
to the 
array 

Object ID Attribute 
ID 

Date 
time 

Replicate 
ID 

Data 
relating to 
the array 
as a whole

           

Data for the array as a whole. 

ARRID SEQ 'Value' 

Array ID Sequence 
No 

 

   

The array element values. 

Table name Short description 
DT_ATTDEF_ARR The Attribute Definition table 
DT_ATTRIB The Attribute Pointer table 
DT_BINARY The Binary data table 
DT_CHAR The Character data table 
DT_CHAR_ARR The character array data table 
DT_CHARCHAR_ARR The Character v Character array data table 
DT_COMMENT The Comments table 
DT_CONTACT The Contacts table 
DT_DATE The Date data table 
DT_DATEDATE_ARR The Date v Date array data table 
DT_DOUBLE The Double data table 
DT_EMAIL The Email data table 
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Table name Short description 
DT_IDENT The Identification table 
DT_INTEGER The Integer data table 
DT_INTEGER_ARR The integer array data table 
DT_INTEGERCHAR_ARR The Integer v Character array data table 
DT_INTEGERINTEGER_ARR The Integer v Integer array data table 
DT_INTEGERREAL_ARR The Integer v Real array data table 
DT_LINE The Line data table 
DT_LOGICAL The Logical data table 
DT_METADATA The Metadata table 
DT_METHDEF The Method Definition table 
DT_NAME The Name data table 
DT_OCLASS The Object Class data table 
DT_PHONE The Telephone Number data table 
DT_POINT The Point data table 
DT_POLYGON The Polygon data table 
DT_POSTCODE The Postcode data table 
DT_RASTER The Raster data table 
DT_REAL The Real data table 
DT_REAL_ARR The Real array data table 
DT_REALCHAR_ARR The Real v Character array data table 
DT_REALREAL_ARR The Real v Real array data table 
DT_RELATE The Object Relationships data table 
DT_RELATE_ARR The Object Relationships array data table 
DT_RELATECHAR_ARR The Object v Character array data table 
DT_RELATEINTEGER_ARR The Object Identifier v Integer array data table 
DT_RELATEREAL_ARR The Object Identifier v Real array data table 
DT_SEASON The Season data table 
DT_TERM The Term table 
DT_URL The Universal Resource Location data table 
 
In addition to the data values, qualifiers, methods and status codes the HarmoniRiB database can 
store a short textual comment against any data value. These comments are all stored in one table:- 
 
 DT_COMMENT   Comment Text 

The DT_COMMENT table has the same structure as any other DT table. Here, 
however, the ‘value’ column is called COMMENT and the AID column 
contains the AID of the attribute being commented upon. 

 
4.7.2 The use of ArcSDE for spatial data 
From the user’s point of view, spatial attributes are treated and stored in the same way as all 
other attributes in HarmoniRiB. This approach will allow the user to create spatial time-
series, recording, for example, the tracks of animals and mobile monitoring stations or the 
changing shape of the land surface. It will also allow users to use all the facilities of ArcGIS 
to view and manipulate spatial attributes. 
 
4.7.2.1 Points, lines and polygons 



As can be seen below, the same basic table design used for all other data is also used for point 
line and polygon data, except that the co-ordinate data are held in a ‘spatially enabled’ 
ArcSDE table. Arc GIS sees the world slightly differently to HarmoniRiB. In ArcGIS, an 
object cannot change position over time, recording its positional history as a time series of 
co-ordinates. A further problem is that an object can only have a single description of it 
location in terms of co-ordinates. A house cannot record both the position of its front door 
and its back door. To by pass this problem, the DT_POINT table, for example, records the 
details of the object and spatial attribute and time of applicability of the spatial attribute. 
There is then a pointer to a row in an ArcSDE table, where the co-ordinates are held in the 
spatially enabled ArcSDE SHAPE_POINT5 table. 
 
The table below illustrates the HarmoniRiB DT_POINT table and shows the ‘shape’ column 
which will point to the corresponding SHAPE_POINT table shown below: 
 

The DT_POINT Table 
Field code Definition 
EID The object identifier. 
AID The attribute identifier. 
TID The timestamp of the value. 
RID The replicate identifier. 
QCODE The qualifier code.. 
VCODE The validation status code.. 
UMID The uncertainty assessment indicator 
MID The EID of the method describing how the co-ordinate has been obtained. 
DRID The object identifier of the data resource to which the value belongs. 
SHAPE The object identifier of the row in the SHAPE_POINT table containing the co-ordinate. 
CSYS The co-ordinate system. 
X A dummy field that allows the units to be defined for X co-ordinates of a point. 
Y A dummy field that allows the units to be defined for Y co-ordinates of a point. 
Z A dummy field that allows the units to be defined for Z co-ordinates of a point. 
 

 
Note that the Arc polygon shape allows for the storage of multiple polygons as is required to 
store a country boundary where the country comprises many islands. 
 

The SHAPE_POINT Table 
Field 
code Definition 

SHAPE The geometry of the point. 
 
N.B. ArcGIS will add an extra column, OBJECTID, to the table when it is spatially enabled. 
This is not included here as this column must not be generated by the database creation 
software. 

4.7.2.2 Rasters 
In a HarmoniRiB database, raster data, like vector data, are held in ArcSDE. To overcome the 
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5 Due to a misunderstanding, this table will be called DT_POINT_SHAPE in HarmoniRiB.  
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problem that ArcGIS does not have the concept of a time series of rasters for capturing, for 
example, the changing shape of the land surface or land cover over time, there is a 
DT_RASTER table with the structure shown below. 
 

The DT_RASTER Table 
Field code Definition 

EID The object identifier. 
AID The attribute identifier.. 
TID The timestamp of the value. 
RID The replicate identifier. 
QCODE The qualifier code.  
VCODE The validation status code.  
MID The EID of the method describing how the attribute's value has been obtained. 
DRID The object identifier of the data resource to which the value belongs. 
RASTER The raster name as stored in the database which forms a pointer to the four ArcSDE 

tables where the raster is held. The raster name is built up as: Raster_x where x is a 
unique ID of a Raster retrieved from Count_RasterID. 

CSYS The co-ordinate system. 
 
 
In ArcSDE, Rasters are identified by name and stored in 5 SDE tables per, Raster one of the 
tables containing the raster’s name. The dataloader will generate a name for the raster 
following the convention:  
 

Raster_n  
 
where n is the unique ID for the Raster created by adding one to the current value of RasterID 
in the Count_RasterID table.  
 
This name links the row in the DT_RASTER table to the raster data in the ArcSDE tables. 
 
4.8 OBJECT IDENTIFICATION AND THE OBJECT IDENTIFICATION 

ATTRIBUTE TABLE 
Unlike many database systems, the HarmoniRiB data model does not force the user to adopt a 
system imposed method of uniquely identifying objects. This allows data from many different 
sources to be loaded into a HarmoniRiB database without the difficult task of changing all the 
unique references from each source into some common form. This is achieved by allowing the 
user to define for each class of object, a set of object identification attributes. Usually, object data 
from a given source will already have some form of coding or numbering system. In other cases, 
several attribute values taken together may allow the different sites to be distinguished, e.g. a 
catchment identifier and then a unique code within the catchment. Therefore, when a new object 
class is established, the set of attributes that together provide a unique identifier for objects of the 
class must be defined. These attributes are referred to as object identification attributes and their 
details are stored in the OBJ_IDENT table. 
 
Usually, object identification attributes are attributes whose structures comprise a single field. 
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Occasionally, one or more of the object identification attributes has a multi-field structure. In this 
case, it is necessary to specify which fields in the structure are to be used for identification 
purposes. For example, for the Attribute Definition object class, the Attribute Definition attribute 
is the object identification attribute and the two fields DCODE and ACODE from the structure 
are used for identification purposes. 
 
When data are coming from multiple sources, it is likely that they will use different object 
identification systems. Also object identification systems change over time. In these cases, it may 
be necessary to specify more than one set of object identification attributes. In the later case, it 
will, of course, be necessary to retain both the old and new object identifiers in the database. 
 
4.9 LIST TABLES6 

 
The HarmoniRiB search and select model relies on the concept of lists. A list contains a set of 
object identifiers, attribute identifiers and date ranges which pick out the data required from the 
cube. There are several different sorts of list. For example, a where list contains a set of object 
identifiers and is used when the same group of objects will be used repeatedly to generate reports 
or process the data. The simplest lists are the where lists, when lists, which are sets of date/time 
ranges, and what lists, which contain sets of attributes. Other sorts of lists are formed by 
combining where, when and what information. The lists are stored in the database so that the 
information that they contain can be used in table joins and thus allow very large lists to be 
manipulated. Two tables are provided for the purpose:- 
 
 LIST_NAME  Stores the definition of the list, including its name, type, owner 

and description. 
 LIST_DATA  The list data. This contains EID, AID and/or Date information 

depending on the type of the list. 
 
4.10 INDEX TABLES 

[Note to readers. It will probably occur to many readers that it would be possible to create a 
single table that could fulfil the functions of the tables about to be described. However, the 
table would require multiple indexes. Unfortunately, SQL parsers are not always able to 
select the most efficient index when executing queries. Therefore, at present, it is better to use 
several tables. 
 
A data table contains the attribute values for attributes with a particular structure, for example, 
the DT_REAL table contains all the values for attribute values whose values are of type real. 
This structure is flexible and allows certain common questions to be answered efficiently. 
However, it is not easy to answer questions such as what attributes are measured at this object, at 
which objects is this attribute measured and what was measured on this occasion. 
 
To answer these and similar questions, HarmoniRiB maintains a number of index tables. These 
are: 
 

 
6 Not implemented in the first version of the HarmoniRiB database. 
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 IND_ATTLOC   Index of EID’s and AID’s 
 
 IND_FEATOCC7   Index of EID’s and TID’s 
 
The ATTLOC table’s principle role is to act as an index that enables three key questions to be 
answered quickly: 
 

"At which objects has this attribute been observed?" 
"Which attributes have been observed at this object?" 
"How many values of this attribute have been observed over what period?" 

 
The table maintains a record of how many times and over what period each attribute has been 
observed at each object. Hence, the questions above can be answered directly from ATTLOC and 
remove the need for long searches across many tables.  
 
ATTLOC also has an important role in validating changes to the database during data load and 
editing operations. It again provides a central point where the existence or otherwise of a 
particular object/attribute combination can be quickly checked. A referential integrity check 
exists that prevents any entry in a data table until an entry for the combination of EID and AID 
exists in ATTLOC. 
 
The FEATOCC table maintains a list of all dates and times when one or more attributes have 
been observed at an object together with a list of the attributes observed. This makes it possible to 
recover all the data observed on an occasion without having to search every table. It is 
particularly useful in respect to storing and retrieving water quality and biological sample data. 

 
7 Not implemented in the first version of the HarmoniRiB database. 
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4.11 SYSTEM TABLES 

 
The system tables contain information that is not specific to a particular project.  
The system tables comprise: 
 
SY_DATABASE  
SY_PROJECT   containing the names of projects. 
 

SY_SESSION   containing session information. 
 
 COUNT_ARRID   used to create the array identifiers 
 
 COUNT_ACFPTR   used to create pointers to uncertainty tables  
 
 COUNT_EID    used to create the internal identifiers for objects 
 
 COUNT_LID    used to create the internal identifiers for lists 
 
 COUNT_PDFPTR   used to create pointers to uncertainty tables  
 
 COUNT_RASTERID  used to create the names for rasters 
 
 COUNT_SESSIONID  used to create session identifiers 
 
The counter tables are the means by which the next value of a sequence number can be obtained. 
The tables contain one column and one row holding the last assigned number. To obtain the next 
number, one is added to the current number. The current number is then replaced by the new 
number. 
 
This method is used because not all commercially available databases provide sequence number 
generators and those that do, do so in different ways. 
 
4.12 TABLES HOLDING THE SCHEMA 

The database schema is stored in a set of master tables in an MS Access database called: 
 

…\HarmoniRiB_Master2000.mdb 
 

 These tables contain all the information necessary create a full set of tables, build indexes 
and set up the referential integrity checks.  
 
The tables containing the schema are: 
 

MASTER_SC_TABLE 
MASTER_SC_TABLE_FIELD 



MASTER_SC_FIELD 
MASTER_SC_INDEX 
MASTER_SC_RELATIONSHIP 
 

Other tables concerned with querying the database are: 
 

MASTER_SC_FUNCTION 
MASTER_SC_STUCTURE_FIELD_FUNCTION 
MASTER_SC_CONDITIONAL_OPERATOR 
MASTER_SC_STUCTURE_FIELD_CONDITIONAL_OPERATOR 
MASTER_SC_LOGICAL_OPERATOR 

 
These tables will not be used in HarmoniRiB but are included here for completeness. 
 
Figure 27 shows the key tables describing the schema. 
 

Figure 27 The master tables used to store the database schema 

4.13 TABLES HOLDING INITIAL DATA 
 
Before a HarmoniRiB database can function, it needs to be initialised by loading the system 
data. These data are held in the following tables which are also stored in the Master database. 
 
Initial data table name Contents 
 
Counter tables 
DbNameIDat_COUNT_ACFPTR Initial settings for the counters after all initial data 

have been loaded. 
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Initial data table name Contents 
DbNameIDat_COUNT_ARRID  
DbNameIDat_COUNT_EID  
DbNameIDat_COUNT_LID  
DbNameIDat_COUNT_PDFPTR  
DbNameIDat_COUNT_RASTERID  
DbNameIDat_COUNT_SESSIONID  
 
Reference data tables 
PCodeIDat_DD_DCODE Initial list of attribute dictionaries required by the 

system at start up. 
PCodeIDat_DD_PERIOD Initial list of the most commonly required periods of 

aggregation. 
PCodeIDat_DD_QCODE Initial list of the most commonly required qualifiers. 
PCodeIDat_DD_STAT The list of statistics supported by the system. 
PCodeIDat_DD_UCONV Initial list of the most commonly required unit 

conversions. 
PCodeIDat_DD_UNIT Initial list of the most commonly required units of 

measurement. 
 
Index tables 
PCodeIDat_IND_ATTLOC  
 
Data and permitted value tables 
PCodeIDat_DT_ATTDEF_ARR Attribute definitions required by the system at start 

up. 
PCodeIDat_VL_ATTDEF_ARR Attribute field definitions required by the system at 

start up. 
  
PCodeIDat_DT_CHARCHAR_ARR System data. 
PCodeIDat_VL_CHARCHAR_ARR System data. 
PCodeIDat_PV_CHARCHAR_ARR System data. 
  
PCodeIDat_DT_CHAR_ARR System data. 
PCodeIDat_VL_CHAR_ARR System data. 
PCodeIDat_PV_CHAR System data. 
  
PCodeIDat_DT_IDENT System data. 
  
PCodeIDat_DT_INTEGERCHAR_ARR System data. 
PCodeIDat_VL_INTEGERCHAR_ARR System data. 
  
PCodeIDat_DT_METADATA System data. 
  
PCodeIDat_DT_NAME System data. 
  
PCodeIDat_DT_OCLASS The object class attributes for objects required by 

the system at start up. 
PCodeIDat_PV_OCLASS Object classes required by the system at start up. 
PCodeIDat_OBJ_IDENT Object identification attributes 
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5 SETTING UP A NEW DATABASE 
This section will outline the procedures that take place when a new database is set up. They 
will be described under the following headings: 
 
• Installing software 

o Creating a new instance of Oracle 
o Setting up an Oracle account for a HarmoniRiB database and setting up ArcSDE 

• Creating new HarmoniRiB databases and projects 
o Creating a new HarmoniRiB database 
o Creating a new project 
o What happens when a new database or project is created 

• Login procedure 
o Login procedure 

• Setting up a new project 
o Adding a project 
o Adding a user 
o Adding a user group 
o Adding a data resource  
o Adding an object class 
o Adding a dictionary 
o Adding an attribute definition 
o Adding a method definition 
o Linking methods to attributes 
o Building a metadatabase 

 
5.1 CREATING A NEW INSTANCE OF ORACLE 

The procedure to create a new instance of Oracle where a HarmoniRiB database will reside is 
as follows (N.B. This is only necessary if no instance of Oracle already exists): 
 

1. Install Oracle Client 9.2 
 
5.2 SETTING UP AN ORACLE ACCOUNT FOR A HARMONIRIB 

DATABASE  
For most organisations, the procedure to create a new Oracle account where a HarmoniRiB 
database will reside is: 
 

1. Contact the IT department 
2. Request a new Oracle account or user id 
 

5.3 SETTING UP ARCSDE 
The procedure to set up ArcSDE is as follows: 
 

1. Install Arc GIS 8.3 
2. Install Arc SDE Client CAPI 8.3 

a. On the installation CD, select and run 
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D:\ARCSDE_Client\Client83\intel_nt\setup.exe 
b. Choose CAPI SDK option. 
c. Install the ARCSDE 8.3 service patch (This can be downloaded from the 

internet) or can be found on the installation CD: 
D:\ARCSDE_Client\Patches\ArcSDE_Client\sde83-sp1-capi-client.exe 

3. Install the Dot.Net framework (this must be done before step 5) 
a. Found on the installation CD: D:\DotNetFramewk1.1\dotnetfx.exe 

4. Install the Oracle Data Provider 4.Net 
a. This can be downloaded from the internet or it can be found on the installation 

CD D:\ODP.net\setup.exe 
b. Choose the top option: Oracle data provider.Net 9.2.04.01 

5. Install Arc Objects Developer Kit 
a. This can be found on the ArcGIS Desktop installation CD. Exit set up. Double 

click D:\ArcGIS\ArcObjects Developer Kit\Setup.exe 
b. Select Add/Remove 
c. Expand the tree 
d. Select Dot.Net Support 

6. Register the HarmoniRiB software 
a. Copy the files from the installation CD in D:\HRiB on to your C drive. 
b. Go to the start menu select run type regsvr32 then drag (one of the files that 

you have just copied on to your C drive in to the box): 
C:\HRiB\HarmoniRiB.HRiB2ArcSDE.dll 

c. Click OK.  
d. If this does not register successfully it may be that you are missing some .dll 

files. 
e. Run D:\HRiB\Depends\DEPENDS.EXE (from the installation CD). Drag 

C:\HRiB\HarmoniRiB.HRiB2ArcSDE.dll into the software.  
f. The Depends software will highlight any files in red or yellow that 

HarmoniRiB.HRiB2ArcSDE.dll depends on and are missing.  
g. The files that are missing are likely to be: MFC71.dll or msvcr71.dll. Copies 

of these files can be found on the installation CD in: D:\HRiB\ToSystem32. 
h. The 2 files need to be copied into D:\HRiB\ToSystem32.  
i. Registering the HarmoniRiB software should now work.  

 
5.4 CREATING A NEW HARMONIRIB DATABASE 

Once Oracle and ARCSDE have been set up, then the HarmoniRiB Admin tool can be used to 
create a HarmoniRiB database. The steps are: 
 

1. Run the HarmoniRiB Software 
a. To run the HarmoniRiB software double click on: C:\HRiB\ 

HarmoniRiB.AdminApp.exe 
b. Select file, login 

Oracle Service name = wla 
ARC SDE server name = wldbase 
ARC SDD instance = 5151/tcp 
User name: wis3 
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Password: hrib 
2. Create a database (if need be) 

a. Select file, create database 
b. For the provider select: icrosoft Jet 4.0 OLE DB Provider (This is used to open 

Access).  
c. Click on the connection tab select the data base name: C:\HRiB\Master 

Database\ HarmoniRiB_Master2000.mdb 
d. Click OK. 
 

5.5 CREATING A NEW PROJECT 
Once a HarmoniRiB database has been created, then one or projects can be set up as follows: 

3. Create a Project (if need be) 
a. Select file, create project 
b. For the provider select: icrosoft Jet 4.0 OLE DB Provider (This is used to open 

Access).  
c. Click on the connection tab select the data base name: C:\HRiB\Master 

Database\ HarmoniRiB_Master2000.mdb 
d. Click OK. 
e. Put in project name and coordinates etc.  

4. Set up database connection in Arc catalogue 
a. Open Arc Catalogue  
b. Database connections 
c. Add Spatial Database Connection 

Server = ?????? at IRSA and wldbase at CEH 
Service = ?????? at IRSA and 5151tcp at CEH 
Database = ?????? at IRSA and ?????? at CEH 
Username = HRIB at IRSA and wis3 at CEH 
Password = HRIB at IRSA and hrib at CEH 

 
Important Note about deleting Tables: 
If you need to remove tables from the database it is important that the 3 feature class tables 
are removed through Arc Catalogue. Other tables can be removed through Arc catalogue but 
some can not be deleted. After deleting tables in Arc Catalogue make sure you refresh (F5) to 
see what remains on Arc Catalogue. Any tables that remain will have to be deleted through 
Oracle. Indexes do not show up on Arc catalogue so these will need to be deleted via Oracle. 
  
5.6 WHAT HAPPENS WHEN A NEW DATABASE OR PROJECT IS 

CREATED 
The newly created Oracle user account intended to hold a HarmoniRiB database will be 
completely empty. The programmer’s first task is to create and initialise the system tables. 
This process requires the following: 
 

• A copy of the file HarmoniRiB_Master2000.mdb describing the schema and 
containing all the initial data. 

• The login information for the target RDBMS where the tables are to be created. 
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The outline procedure is as follows (N.B. the same procedure can be applied to creating 
project tables): 
 

1. Create tables 
a. Initialise 

i. Connect to the Master Database 
ii. Connect to Oracle 

iii. Begin a transaction in the target RDBMS 
b. Create, populate and index tables 

i. Obtain a list of tables to be created from MASTER_SC_TABLE – to 
create system tables, select those with a prefix of DatabaseName; to 
create project tables, select those with a prefix of ProjectCode 

ii. Create tables - iteration of : 
1. Create table 

a. Get table name and start building SQL create table 
statement 

b. Get list of fields and field details from 
MASTER_SC_TABLE_FIELD and 
MASTER_SC_FIELD – iteration of: 

i. Get field details and add to SQL 
c. Complete and execute statement 

iii. Load system data into each table, where appropriate, from the 
matching PCodeIDat_... table. 

iv. Index the tables using the information in MASTER_SC_INDEX 
v. Add referential integrity using the information in 

MASTER_SC_RELATIONSHIP 
c. Close down 

i. End transaction – Commit if all OK else Rollback 
ii. Close connections (Master only) 

iii. Close program 
 
5.7 LOGIN PROCEDURE 

The login procedure is as follows: 
 

1. Connect to the database 
2. Obtain the login details from the user: 

a. User ID  
b. Password 
c. Project 

3. Add the session details to the DatabaseName_SY_SESSION table. 
 
5.8 ADDING A PROJECT 

Adding a new project creates a new instance of the Cube. It causes an entire new set of tables 
to be created and initialised. 
 
The procedure to add a new project is: 
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1. Obtain the project details from the user: 

a. Project code 
b. Project name 
c. Geographic extent 

2. Check the details are valid and that the project code is unique. 
3. Begin a transaction. 
4. Create the project tables. 
5. Add the project details to the DatabaseName_SY_PROJECT table. 
6. End the transaction – Commit if all OK else Rollback. 

 
5.9 ADDING A USER 

The ‘admin’ user will have been created during the project set up process. However, if further 
users are required then the procedure is as follows: 
 

1. Login to the RDBMS, if not already connected. 
2. Ask the user for the project code of the project to which he/she is being added, if not 

already known. 
3. Obtain the details of the user from the user: 

a. User ID 
 
Optionally: 
 
b. Contact details, etc 
c. User groups to which he/she will belong. 
d. Personal permissions to access data resources 

4. Assign the user a password 
 
Users are recorded in the database as instances of the object class User (USER) and their 
basic details are stored in the following attributes which will have been defined during the 
set up process: 
 

Attributes for the object class User (USER) 
Dictionary 
code 

Attribute code Name Object 
identification 
attribute fields 

Comment 

UNIV OCLASS Object class OCLASS  
UNIV UID User ID CVAL  
UNIV PASSWORD Password   
UNIV MEMBEROF is a member of   
UNIV READPERM has read permission for   
UNIV UPDATEPER

M 
has update permission for   

UNIV CONTACT has contact details   
 
5. Begin a transaction 
6. Add the attributes 
7. End the transaction – Commit if all OK else Rollback. 
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5.10 ADDING A USER GROUP 

No user groups will have been created during the project set up process, so, if required, it may 
be advantageous to create them before adding users. The procedure is as follows: 
 

1. Login to the RDBMS, if not already connected. 
2. Ask the user for the project code of the project to which a new user group is being 

added, if not already known. 
3. Obtain the details of the user group from the user: 

a. User group ID and name 
 
Optionally: 
 
b. Group permissions to access data resources 

 
Users groups are recorded in the database as instances of the object class User group 
(USRG) and their basic details are stored in the following attributes which will have been 
defined during the set up process: 
 

Attributes for the object class User Group (USRG) 
Dictionary 
code 

Attribute code Name Object 
identification 
attribute fields 

Comment 

UNIV IDENT User identification 
User ID 
Name 
Definition/description 

CVAL  

UNIV READPERM has read permission for   
UNIV UPDATEPER

M 
has update permission for   

     
 

 
4. Begin a transaction 
5. Add the attributes 
6. End the transaction – Commit if all OK else Rollback. 
 

5.11 ADDING A DATA RESOURCE  
This function is not required for HarmoniRiB. 
 
See also 5.17. 
 
A ‘Default’ data resource will have been created during the project set up process. However, 
if further data resources are required then the procedure is as follows: 
 

1. Login to the RDBMS, if not already connected. 
2. Ask the user for the project code of the project to which a new data resource is being 
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added, if not already known. 
3. Obtain the details of the data resource from the user: 

a. Data resource ID 
b. Data resource name 

 
Optionally: 
 
c. Data resource description 

 
Datasets are recorded in the database as instances of the object class Data Resource 
(DTRS) and their basic details are stored in the following attributes which will have been 
defined during the set up process: 
 

Attributes for the object class Data Resource (DTRS) 
Dictionary 
code 

Attribute 
code 

Name Object 
identification 
attribute fields 

Comment 

META NGDF NGDF Metadata USERID  
META CONTACT has contact details   
META SUPPLIEDBY is supplied by   
     

 
4. Begin a transaction 
5. Add the attributes 
6. End the transaction – Commit if all OK else Rollback. 
 

5.12 ADDING AN OBJECT CLASS 
During the set up process a number of basic object classes used by the system will have been 
defined. These are: 
 

System defined Object Classes 
Object 
class code 

Name Comment 

#WIS The database Stores the properties of the database. 
ACFN Autocorrelation function definition Used in recording uncertainty – see 

Appendix B 
ATDF Attribute definition  
CCFN Cross-correlation function definition Used in recording uncertainty – see 

Appendix B 
CTCT Contact  
DTRS Data resource  
MTDF Method definition  
PDFN Probability density function definition Used in recording uncertainty – see 

Appendix B 
SRCU Source of uncertainty Used in recording uncertainty – see 

Appendix B 
TMDF Lexical term definition  
UCMD Uncertainty model Used in recording uncertainty – see 

Appendix B 
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System defined Object Classes 
Object 
class code 

Name Comment 

USER User  
USRG User group  
 
These, however, are object classes required by the system. An early and important task in 
setting up a new project is for the user to decide what object classes are required to store the 
project’s data. 
 
Once decided, this information is stored in the ProjectCode_PV_OCLASS table as the 
permitted values of the Object class attribute (UNIV.OCLASS). The object class attribute 
will have been defined during the set up process. 
 
The procedure is as follows: 
 

1. Login to the RDBMS, if not already connected. 
2. Ask the user for the project code of the project to which a new object class is being 

added, if not already known. 
3. Obtain the object class details from the user. 
4. Begin a transaction. 
5. Check the details are valid. 
6. Add the object class details to the ProjectCode_PV_OCLASS table. 
7. Optionally, obtain and add the object identification attribute values to the 

ProjectCode_OBJ_IDENT table 
8. End the transaction – Commit if all OK else Rollback. 

 
 

5.13 ADDING A DICTIONARY 
During the set up process a number of dictionaries used by the system will have been defined. 
These are: 
 

System defined Dictionaries 
Dictionary 
code 

Name Comment 

SYST The System dictionary  
UNIV The Universal dictionary  
META The Metadata dictionary  
UNCT The Uncertainty dictionary  
 
An early and important task in setting up a new project is to decide whether or not grouping 
the project’s attributes into dictionaries will be beneficial. If so, then they need to be 
identified and their descriptions stored. If not then a single dictionary needs to be created for 
the project. 
 
This is not an irrevocable decision and can be changed later. Attributes can be changed from 
one dictionary to another at any time. Alternative groupings of attributes to the main 
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dictionaries can also be set up using ‘What’ lists. 
 
The list of dictionaries can be decided by listing the attributes for each object class and then 
considering whether or not grouping them will be useful. 
 
Dictionary information is stored in the ProjectCode_DD_DCODE table. The procedure is as 
follows: 
 

1. Login to the RDBMS, if not already connected. 
2. Ask the user for the project code of the project to which a new dictionary is being 

added, if not already known. 
3. Obtain the dictionary details from the user. 
4. Begin a transaction. 
5. Check the details are valid. 
6. Add the dictionary details to the ProjectCode_DD_DCODE table. 
7. End the transaction – Commit if all OK else Rollback. 

 
5.14 ADDING AN ATTRIBUTE DEFINITION 

This section describes how to add an attribute definition to a dictionary. As many of the items 
that make up the definition are drawn from look up tables, some of which can be extended by 
the user, these will be described first. As they are closely related to the attribute definition 
process, the tables used for defining and checking the qualifying information attached to each 
attribute value will also be described here. 
 
5.14.1 Extending the look up tables used in defining attributes 
5.14.1.1 Structures8 
The look up table containing the list of possible structures is ProjectCode_DD_STRUCT. 
This table is set up, populated and indexed during the process of creating the tables for the 
project. 
 
In the present version of the system, it cannot be altered by the user. 
 
Associated with the ProjectCode_DD_STRUCT table are the ProjectCode_DD_FIELD and 
ProjectCode_DD_STRUCT_FIELD tables which are also created and populated when the 
project is set up. These describe the fields (RDBMS table columns) from which the structures 
are built and the specific fields in each structure. 
 
In the present version of the system, they cannot be altered by the user. 
 
5.14.1.2 Statistics 
The look up table of statistics is held in the table ProjectCode_DD_STAT. It is initialised 
during the project set up procedure and cannot be changed. The possible statistics are: 

 
8 The tables ProjectCode_DD_STRUCT, ProjectCode_DD_FIELD and ProjectCode_DD_STRUCT_FIELD 
are a remnant of an earlier version of the Harmoni|RiB design and will be replaced by the equivalent Master 
tables as soon as practicable. 
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System defined statistics 

Statistic Name Definition 
Maximum Maximum The maximum value of the attribute over the period. 
Mean Mean  
Median Median The mean value of the attribute over the period. 
Minimum Minimum The median value of the attribute over the period. 
Mode Mode The minimum value of the attribute over the period. 
None No statistic The modal value of the attribute over the period. 
Total Total or sum Applies to instantaneous and non-numeric data 
  The cumulative total value of the attribute over the period. 
 
 
 
5.14.1.3 Periods of aggregation 
The look up table of periods of aggregation is held in the table ProjectCode_DD_PERIOD. 
An initial set of periods is loaded during the project set up procedure as follows: 
 

System defined periods of aggregation 
Period of 

aggregation Name Definition 

15n 15 Minute Data are a statistic of a 15 minute period. 
1d One day Data are a statistic of a 1 day (24 hours) period. 
1h One hour Data are a statistic of a 1 hour period. 
1m One month Data are a statistic of a 1 month period. 
1w One week Data are a statistic of a 1 week period. 
1y One year Data are a statistic of a 1 year period. 
3h Three hour Data are a statistic of a 3 hour period. 
i Instant Data are valid only for the moment of measurement (Discontinued - 

please use 0 (zero)). 
u Until Data are valid until replaced by a later value. 
0 Instant Data are valid only for the moment of measurement. 

 
Users can add further periods at any time. The period of aggregation is specified as N * a unit 
of time. Listed below are the possible units together with examples of their use. The examples 
show the period over which an attribute value would have been calculated for an attribute 
value stored in the database with a date of 09:00:00 12/03/1997.  
 

0  Instantaneous data, equivalent to 0 seconds (0s). The data is valid only for the 
instant of sampling, e.g. period of instant gives a range of 09:00:00 12/03/1997 to 
09:00:00 12/03/1997.  
 
i Instantaneous data, equivalent to 0 seconds (0s) (Discontinued notation). The 
data is valid only for the instant of sampling, e.g. period of instant gives a range of 
09:00:00 12/03/1997 to 09:00:00 12/03/1997.  
 
ns  n seconds. The data is valid for N seconds including the time of sample. E.g. 
period of 2s gives a range of 09:00:00 12/03/1997 to 09:00:02 12/03/1997.  
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nn n minutes. The data is valid for N minutes including the time of the sample. 
E.g. period of 2n gives a range of 09:00:00 12/03/1997 to 09:02:00 12/03/1997. 
 
nh n hours. The data is valid for N hours including the time of the sample. E.g. 
period of 2h gives a range of 09:00:00 12/03/1997 to 11:00:00 12/03/1997. 
 
nd n days. The data is valid for N days including the time of the sample. E.g. 
period of 2d gives a range of 09:00:00 12/03/1997 to 09:00:00 14/03/1997. 
 
nw n weeks. The data is valid for N weeks including the time of the sample. E.g. 
period of 2w gives a range of 09:00:00 12/03/1997 to 09:00:00 26/03/1997. 
 
nm n months. The data is valid for N months including the time of the sample. E.g. 
period of 2m gives a range of 09:00:00 12/03/1997 to 00:00:00 12/05/1997.  
 
nq n quarters. The data is valid for N quarters including the time of the sample. A 
quarter is equivalent to three months. E.g. period of 2q gives a range of 09:00:00 
12/03/1997 to 09:00:00 12/09/1997.  
 
ny n years. The data is valid for N years including the time of the sample. E.g. 
period of 2y gives a range of 09:00:00 12/03/1997 to 09:00:009 12/03/1999.  
 
nc n centuries. The data is valid for N centuries including the time of the sample. 
A century is equivalent to 100 years. E.g. period of 2c gives a range of 09:00:00 
12/03/1997 to 09:00:00 12/03/2197.  
 
u Until replaced. The data is valid until it is replaced by a value at the same EID 
and AID, but a later time. 

 
The procedure to add a new period is as follows: 
 

1. Login to the RDBMS, if not already connected. 
2. Ask the user for the project code of the project to which a new period of aggregation 

is being added, if not already known. 
3. Obtain the period of aggregation details from the user. 
4. Begin a transaction. 
5. Check the details are valid. 
6. Add the period details to the ProjectCode_DD_PERIOD table. 
7. End the transaction – Commit if all OK else Rollback. 

 
5.14.1.3.1 Units and unit conversions 
5.14.1.3.1.1 Adding units of measurement 
The look up table of units of measurement is held in the table ProjectCode_DD_UNIT. An 
initial set of units is loaded during the project set up procedure as follows: 
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System defined units of measurement 
Unit symbol Name Dimension 

km Kilometre L 
m Metre L 
mm Millimetre L 
m/s Metre/second L/T 
km2 Kilometre squared L2 
l Litre L3 
m3 Metre cubed L3 
m3/a Metre cubed/annum L3/T 
m3/d Metre cubed/day L3/T 
m3/h Metre cubed/hour L3/T 
m3/s Metre cubed/second L3/T 
g/l Gram/litre M/L3 
mg/l Milligram/litre M/L3 
ng/l Nanogram/litre M/L3 
ug/l Microgram/litre M/L3 
% Percent None 
No Number None 
None None None 
s Second T 
pH units pH units Unknown 
 
Users can add further units at any time. The procedure to add a new unit is as follows: 
 

1. Login to the RDBMS, if not already connected. 
2. Ask the user for the project code of the project to which a new unit is being added, if 

not already known. 
3. Obtain the unit details from the user. 
4. Begin a transaction. 
5. Check the details are valid. 
6. Add the unit details to the ProjectCode_DD_UNIT table. 
7. End the transaction – Commit if all OK else Rollback. 

 
5.14.1.3.1.2 Adding unit conversions 
The look up table of units of measurement conversions is held in the table 
ProjectCode_DD_UCONV. An initial set of conversions is loaded during the project set up 
procedure as follows: 
 

System defined unit of measurement 
conversions 

From unit To unit Conversion 
m mm X*1000 
mg/l g/l X/1000 

 
Users can add further conversions at any time. The procedure to add a new conversion is as 
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follows: 
 

1. Login to the RDBMS, if not already connected. 
2. Ask the user for the project code of the project to which a new conversion is being 

added, if not already known. 
3. Obtain the conversion details from the user. 
4. Begin a transaction. 
5. Check the details are valid. 
6. Add the unit details to the ProjectCode_DD_UCONV table. 
7. End the transaction – Commit if all OK else Rollback. 

 
5.14.1.4 Palettes 
5.14.2 Extending the look up tables used for labelling attribute 

values 
5.14.2.1 Qualifiers 
The look up table of qulifiers of aggregation is held in the table ProjectCode_DD_QCODE. 
An initial set of qualifiers is loaded during the project set up procedure as follows: 
 

System defined qualifiers 
Qualifier Name 

!= Not equal 
< Less than 

<= Less than or equal 
<> Not equal 
= Equal 
> Greater than 

>= Greater than or equal 
 
Users can add further periods at any time. The procedure to add a new qualifier is as follows: 
 

1. Login to the RDBMS, if not already connected. 
2. Ask the user for the project code of the project to which a new qualifier is being 

added, if not already known. 
3. Obtain the qualifier details from the user. 
4. Begin a transaction. 
5. Check the details are valid. 
6. Add the qualifier details to the ProjectCode_DD_QCODE table. 
7. End the transaction – Commit if all OK else Rollback. 

 
5.14.2.2 Method ID’s 
See Section 5.15. 
 
5.14.2.3 Validation status codes 
The look up table of validation status codes is held in the table ProjectCode_DD_VCODE. 
Users can add further validation status codes at any time.  
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The procedure to add a new validation status code is as follows: 
 

1. Login to the RDBMS, if not already connected. 
2. Ask the user for the project code of the project to which a new validation status code 

is being added, if not already known. 
3. Obtain the validation status code’s details from the user. 
4. Begin a transaction. 
5. Check the details are valid. 
6. Add the validation status code details to the ProjectCode_DD_VCODE table. 
7. End the transaction – Commit if all OK else Rollback. 

 
5.14.2.4 Data resources (Datasets) 
See Section ¡Error! No se encuentra el origen de la referencia.. 
 
5.14.3 Adding an attribute definition 
During the set up process, a number of attributes required by the system will have been 
created. These are: 
 

System attributes 
Dictionary code Attribute code Name Structure Comment 
 
The System dictionary 
 
     
     
     
     
 
The Universal dictionary 
 
UNIV UID User ID NAME  
UNIV FNAME Object name NAME  
UNIV OCLASS Object class OCLASS  
UNIV CONTACT has contact 

details 
RELATE  

UNIV MEMBEROF is a member of RELATE  
UNIV PASSWORD Password NAME  
UNIV READPERM has read 

permission for 
RELATE  

UNIV IDENT User 
identification 

IDENT  

UNIV UPDATEPERM has update 
permission for 

RELATE  

     
 
The Metadata dictionary 
 
META ATTDEF Attribute 

definition 
ATTDEF_ARR The attribute for 

defining all other 
attributes. 
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System attributes 
Dictionary code Attribute code Name Structure Comment 
META ATTSYN Attribute 

synonym 
ATTDEF_ARR  

META CONTACT has contact 
details 

RELATE  

META TRMDEF Term TERM  
META TRMANT is an antonym for RELATE  
META TRMASC is associated with RELATE  
META TRMBRD is a broader term 

for 
RELATE  

META TRMSYN is the preferred 
term for 

RELATE  

META TRMNAR is a narrower 
term of 

RELATE  

META DETRMN determines RELATE  
META OWNEDBY is owned by RELATE  
META NGDF NGDF Metadata METADATA  
META SUPPLIEDBY is supplied by RELATE  
     
 
The Probability density function dictionary 
 
UNCT UMATT applies to 

(attributes) 
RELATE_ARR  

UNCT UMOBJLIST applies to 
(objects) 

RELATE_ARR  

UNCT ACFPRM Autocorrelation 
function 
parameter list 

CHARCHAR_ARR  

UNCT UMACFN Autocorrelation 
function 
parameter values 

CHAR  

UNCT BOAS Breadth of 
assessment - 
score 

INTEGER  

UNCT DFLTCCFVAL Cross-correlation 
function default 
parameter value 

RELATECHAR_ARR  

UNCT DATASC Data scales CHAR_ARR  
UNCT DOAS Depth of 

assessment - 
score 

INTEGER  

UNCT EODS Experience of 
data score 

INTEGER  

UNCT EOMS Experience with 
method - score 

INTEGER  

UNCT UMSRC has sources of 
uncertainty 

RELATE_ARR  

UNCT UMPDF is described by 
the probability 
density function 

RELATE  

UNCT KOSS Knowledge of INTEGER  
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System attributes 
Dictionary code Attribute code Name Structure Comment 

sources - score 
UNCT UMIND Method of 

recording 
uncertainty 

CHAR  

UNCT OQAS Overall qualityof 
assessment - 
score 

INTEGER  

UNCT PDMT Pedigree matrix INTEGERCHAR_AR
R 

 

UNCT PEDS Pedigrees of 
sources of 
uncertainty 
scores 

INTEGERCHAR_AR
R 

 

UNCT UMPER Periods of 
applicability for 
uncertainty model

CHARCHAR_ARR  

UNCT PDFPRM Probability 
density function 
parameter list 

CHARCHAR_ARR  

UNCT SRCSIGP Significance of 
the sources of 
uncertainty - 
percent 

REAL_ARR  

UNCT SRCSIGR Significance of 
the sources of 
uncertainty - rank 

NTEGER_ARR  

UNCT LIB Uncertainty 
library 

CHARCHAR_ARR  

     
 
These attributes are available for use immediately a new project has been created. No action 
is required by the user before they can be used. However, it is almost certain that the user will 
want to extend this list. 
 
Once the object classes have been decided, the user will need to develop an initial list of 
attributes required to record the descriptions of the objects and the events observed at them 
class by class. This list can then be grouped and each group assigned to a dictionary. The 
individual attributes can then be defined in detail and the definitions stored. The procedure to 
add an attribute definition to a dictionary is as follows: 
 

1. Login to the RDBMS, if not already connected. 
2. Ask the user for the project code of the project to which a new attribute definition is 

being added, if not already known. 
3. Obtain the details of the attribute definition from the user: 

a. Dictionary  
b. Attribute code and name 
c. Detailed description including structure, period of aggregation, statistic, units, 

permitted values, etc. 
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Attribute definitions are recorded in the database as instances of the object class Attribute 
definition (ATDF) and their basic details are stored in the following attributes which will 
have been defined during the set up process: 
 

Attributes for the object class Attribute definition (ATDF) 
Dictionary 
code 

Attribute 
code 

Name Object 
identification 
attribute fields 

Comment 

META ATTDEF Attribute definition DCODE  
META ATTSYN Attribute synonym ACODE  
     

 
4. Begin a transaction. 
5. Add the attribute definition as an object. 
6. Add the permitted values. 
7. End the transaction – Commit if all OK else Rollback. 

 
5.14.4 Adding the list of default and permitted values for the 

attribute 
Once the attribute definition exists in the dictionary, then a default value and list of permitted 
values and permitted ranges can be specified. These can either be specific to a particular 
object or apply to the attribute wherever it is measured. The procedure to add a default or 
permitted value is as follows: 
 

1. Login to the RDBMS, if not already connected. 
2. Ask the user for the project code of the project to which a new default or permitted 

value is being added, if not already known. 
3. Obtain the details of the permitted value from the user: 

a. If the permitted value is specific to a particular object, the ID of the object  
b. The attribute ID 
c. An operator (=, <, >, etc) 
d. The permitted value. 
e. An indicator specifying whether or not this is to be used as the default value. 
f. Etc. 

 
4. Begin a transaction. 
5. Add the permitted value to the appropriate PV table for the attribute. 
6. End the transaction – Commit if all OK else Rollback. 

 
5.15 ADDING A METHOD DEFINITION 

It is becoming increasingly important to record the method by which attribute values have 
been ascertained. Therefore the HarmoniRiB database provides basic facilities for recording 
methods, which the user can extend to make the description as comprehensive as required. 
  
It is advisable to build up the list of methods at the same time as the attributes to which they 
apply are defined. 
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Method descriptions are handled in a very similar way to attribute definitions. Each method 
description is an object and it must have, as a minimum, a method definition attribute 
(META.METHDEF). User’s can build more detailed context specific descriptions by adding 
further attributes. Methods can be grouped into dictionaries. If appropriate, they can be added 
to the relevant attribute dictionary. 
 
The procedure to add a method definition to a dictionary is as follows: 
 

8. Login to the RDBMS, if not already connected. 
9. Ask the user for the project code of the project to which a new method is being added, 

if not already known. 
10. Obtain the details of the method definition from the user: 

d. Dictionary  
e. Method code and name 
f. User defined details etc. 

 
Method definitions are recorded in the database as instances of the object class Method 
definition (MTDF) and their basic details are stored in the following attributes which will 
have been defined during the set up process: 
 

Attributes for the object class Method definition (MTDF) 
Dictionary 
code 

Attribute 
code 

Name Object 
identification 
attribute fields 

Comment 

META METHDEF Method definition DCODE 
MCODE 

 

     
 
11. Begin a transaction. 
12. Add the method definition as an object. 
13. End the transaction – Commit if all OK else Rollback. 

 
5.16 LINKING METHODS TO ATTRIBUTES 

This function is not required by HarmoniRiB 
 
5.17 BUILDING A METADATABASE 

Once the Data resources have been described in the database most of the work of building a 
metadatabase is complete. The Data resource descriptions are the metadatabase. These 
descriptions may refer both to datasets held in the HarmoniRiB database and to datasets that 
are held in external systems. The descriptions of the external datasets will be complete and 
require no further information. HarmoniRiB data are regarded as being dynamic, and 
information on their geographical and temporal extent will change overtime. Therefore this 
information need not be entered into the database as part of the Data resource description but 
is computed on demand by querying the database. In this way, the information is always upto 
date. 
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In order to make this possible, when data are loaded, they are labelled with their data resource 
ID. 
 
5.17.1 Adding terms to a dictionary and building a thesaurus 
This function is not required by HarmoniRiB 
 
5.17.2 Linking terms to attributes, methods and data resources 
This function is not required by HarmoniRiB 
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6 BASIC PROCEDURES FOR INSERTING, AMENDING 
AND DELETING DATA 

This section has been superseded by the document “Querying the HRIB database”. 
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7 SEARCHING FOR DATA 
This section has been superseded by the document “Querying the HRIB database”. 
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8 THE ADMIN TOOL FOR DATA DICTIONARY AND 
REFERENCE DATA MAINTENANCE 

This facility is now described in the ‘HarmoniRiB Survival Guide’. 
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9 DATA LOAD SOFTWARE 
9.1 LOADING DATA FROM CSV FILES 

The description here is superceded by the latest training material contained in the Power 
Point presentation ‘HarmoniRiB  File  Formats’. 
  
9.2 LOADING DATA FROM SHAPEFILES 

9.2.1 Creating objects 
The description here is superceded by the latest training material contained in the Power 
Point presentation ‘HarmoniRiB  File  Formats’. 
  
9.2.2 Adding shapes to exising objects  
 
9.2.2.1 Adding a shape for the first time 
The description here is superceded by the latest training material contained in the Power 
Point presentation ‘HarmoniRiB  File  Formats’. 
 
9.2.2.2 Adding a shape for another time 
The description here is superceded by the latest training material contained in the Power 
Point presentation ‘HarmoniRiB  File  Formats’. 
 
9.2.2.3 Replacing shapes 
The description here is superceded by the latest training material contained in the Power 
Point presentation ‘HarmoniRiB  File  Formats’. 
 
9.2.2.4 Adding and removing shapes from a multipart shape 
The description here is superceded by the latest training material contained in the Power 
Point presentation ‘HarmoniRiB  File  Formats’. 
 
9.2.2.5 Deleting an object 
The description here is superceded by the latest training material contained in the Power 
Point presentation ‘HarmoniRiB  File  Formats’. 
 
9.3 LOADING DATA FROM RASTER FILES 

The description here is superceded by the latest training material contained in the Power 
Point presentation ‘HarmoniRiB  File  Formats’. 
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10 LINKING A HARMONIRIB DATABASE TO MODELS AND 
OTHER DATA SOURCES  

The original plans in this area have been superseded by the development of the Open 
Modelling Interface and Environment (the OpenMI) by HarmoniRiB’s sister project 
HarmonIT. To provide direct model access to the database, it is proposed to develop an 
OpenMI compliant version of the Admin application which will allow models to request and 
retrieve data from the database in the same way that they would retrieve data from another 
model. 
 
Full descriptions of the OpenMI can be found on the HarmonIT web site at 
www.harmonit.org. This is expected to be superceded by the OpenMI web site 
www.openmi.org in the near future. The code of the OpenMI is in the process of being made 
open source. 
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APPENDIX A HARMONIRIB DATABASE TABLE DESIGN 
This Appendix shows the design of each table in the database and explains the function of 
every column. As the document is over 200 pages long and only of interest to programmers, 
it is available as a separate file and can be found on Quick Place under Work Package 4. 
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APPENDIX B RECORDING AND STORING UNCERTAINTY 
As research is continuing on the methods for recording uncertainty and the DUE application 
for assessing and storing uncertainty information is still under development, this Appendix is 
in state of continuous update. At present, it is therefore stored as a separate document on 
QuickPlace under Work Package 4. 
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APPENDIX C HARMONIRIB USER GROUPS AND ACCESS 
PERMISSIONS 
 

A.1 USER GROUPS  
For the purpose of administering the HarmoniRiB database there will be three main groups of 
users: 
 

• Administrator (e.g. IRSA_TRAIN) 
• HRIB Users (e.g. DHI_THB) 
• Guest Users (e.g. Tomasson) 
 
A.2 USER GROUP ACCESS PERMISSIONS 

The HarmoniRiB Data Centre staff at IRSA will be automatically made the administrators 
of any HarmoniRiB database. As administrators  they will have all rights of access to all data 
and facilities.In particular, they will be able to do the following: 
 

• Use the Admin application to (See HRiB users below for further details): 
 

o Create databases 
o Create projects 
o Create users and user groups 
o Create and populate attribute dictionaries 
o Create object classes 
o Add units of measurement and other reference data 
o Load data 
 

• Use the Admin .dll for the same purposes 
• Upload and load data 
• Log-in to the website to retrieve data 
• Use SQL to select, insert, update and delete data 
• Use the DUE application to assess uncertainty and retrieve data (See HRiB users 

below for further details) 
 
• Write their own applications to select, insert, update and delete data 

 
Any HarmoniRiB partner may register as an HRIB user. They will do so by requesting a 
user name and password from IRSA. HRiB users automatically have rights to perform the 
following activities: 
 

• Log-in to the website to retrieve data 
• Login in to the web site and upload data. This will be via the Admin.dll which will: 

o Check the user belongs to the HRiB user group.  
o If the user belongs to the HRiB user group, the Admin.dll will: 

 Log in as administrator 
 Grant advanced permissions to the user for the session 
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 Log out as administrator 
 Create an HRIB session for the User 
 When session is ended, revoke the advanced permissions 

• Write their own applications for modifying the database using the library of routines 
developed for the Admin and Data loader applications. 

• Use SQL to select data 
• Use the DUE application to assess uncertainty and retrieve data, which will: 

o Check the user belongs to the HRiB user group.  
o If the user belongs to the HRiB user group, the Admin.dll will: 

 Log in as administrator 
 Grant advanced permissions to the user for the session 
 Log out as administrator 
 Create an HRIB session for the User 
 When session is ended, revoke the advanced permissions 

 
Any other user who receives the Co-ordinator’s permission will be registered as a guest user 
by IRSA. Guest users will be able to: 
 

• Log-in to the website to retrieve data 
• Write their own applications for reading the database 
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